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Recurrent Spatial Attention for Facial Emotion
Recognition

Valentin Forch?, Julien Vitay?!, and Fred H. Hamker !

Chemnitz University of Technology, Professorship Atrti cial Intelligence,
Straf3e der Nationen 62, 09111 Chemnitz

Abstract Automatic processing of emotion information through
deep neural networks (DNN) can have great bene ts (e.g., for
human-machine interaction). Vice versa, machine learning can
pro t from concepts known from human information processing
(e.g., visual attention). We employed a recurrent DNN incorpo-
rating a spatial attention mechanism for facial emotion recogni-
tion (FER) and compared the output of the network with results
from human experiments. The attention mechanism enabled the
network to select relevant face regions to achieve state-of-the-art
performance on a FER database containing images from realistic
settings. A visual search strategy showing some similarities with
human saccading behavior emerged when the model's percep-
tive capabilities were restricted. However, the model then failed
to form a useful scene representation.

Keywords emotion recognition, attention, LSTM

1 Introduction

As emotions are deeply rooted within psychological and physiological
processes, they inform us about personality traits, intentions, physio-
logical states, or important events [1, 2]. Hence, there is a strong inter-
est in the automatic processing of emotion information in the elds of
human-machine interaction and machine learning.

For automatic facial emotion recognition (FER), deep neural networks
(DNN) have become the preferred approach [3]. As FER requires the de-
tection of subtle changes in facial structure [4, 5] spatial attention might
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Figure 1.1: Maps of relevant visual information for facial emotion recognition
by humans (adapted from [10]).

improve classi cation performance, as it allows to select relevant seg-
ments of a visual scene [6]. It also has the bene t of reducing the com-
putational cost of image processing, as the whole image does not need
to be processed [7].

Eye-tracking studies show that humans preferably attend to the eye and
mouth regions when classifying facial expressions [8,9]. Moreover, Blais
et al. [10] showed that depending on the displayed emotion different
portions of the face are relevant for FER (Fig. 1.1).

Located in the spectrum of human and arti cial information processing,
the aim of the present work is twofold: (a) to employ a recurrent DNN
incorporating a spatial attention mechanism for FER and (b) to compare
the output of the network with results from human experiments on FER
(i.e., Blais et al. [10]).

2 Related Work

Generally, attention can be understood as a guiding signal for the pro-
cessing of relevant information [6]. In humans the main function of
visual attention is to guide the gaze towards relevant parts of visual
scenes [11]. Mnih et al. [7] took this as inspiration for their recurrent at-
tention model for image processing which perceives only small parts of
a visual scene through a so-called glimpse sensor. The sensor's location
is controlled by a recurrent network, thus extracting information from
the image for a xed number of iterations.

Based on the further developed deep recurrent attention model [12],
Ablavatsky et al. [13] proposed the enriched deep recurrent attention
model (EDRAM) for digit recognition which features the spatial trans-
former [14] as the glimpse sensor (“Attention Mechanism”, Fig. 1.2).
This layer extracts a scaled and rotated patch from an input array by
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performing an af ne transformation on a set of grid points de ning
sampling positions in the input. The number of grid points is equal to
the resolution of the resulting output. The transformation is determined
by the matrix A consisting of values for the zoom, location and skew in
the x and y dimension respectively. These values are determined by the
emission network consisting of multiple fully connected layers.

The glimpse network receives the image patch and extracts a feature

Figure 1.2: Overview of the enriched deep recurrent attention model (adapted
from [13]).

vector through convolutional layers. This vector is multiplied elemen-
twise with the output of a fully connected layer of the same dimen-
sionality receiving the transformation matrix as an input, thus merging
“what” and “where” information [15]. This information is passed to two
sequential recurrent networks (RNN) which accumulate the glimpse in-
formation, thus building up a scene representation. The rst RNN's
output is used for classi cation and additionally feeds into the second
RNN, which is connected to the emission network. Its hidden state is
initialized by the context network —a small CNN using a heavily down-
sampled version of the whole input image.
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3 Model Training

The model was trained on the AffectNet database for facial emotion
recognition [16]. We used examples of the six categories of basic emo-
tions (Happy, Sad, Surprise, Fear, Disgust, and Anger) and the neutral
category. As most databases for FER, AffectNet has a strong class im-
balance. The prede ned validation set however is balanced with respect
to the classes. To counteract the training class imbalance, examples of
the i-H’I of Nngasses CONtaining N; examples were weighted by a factor

w; = —Nwea__ when computing the classi cation loss.

i DNeclasses

In addition to categorial information, AffectNet includes continuous
ratings of valence and arousal of each facial expression. To use this in-
formation a second fully connected “classi cation” network was added

to the model. Instead of softmax classi cation the nal layer of this net-
work had two units with hyperbolic tangent activation functions.

For preprocessing, images were cropped based on bounding boxes gen-
erated by a DNN face detector from the open CV package* or the frontal
face detector from the Dlib library [17] if the rst detector failed, down-
scaled to 100x100 grayscale, and contrast limited histogram equaliza-
tion was applied [18]. Data augmentation was applied online.

EDRAM was implemented within the Tensor ow/Keras framework.
The parameters for the rst glimpse of an input were based on the ini-
tial state of the second recurrent network as in Ba et al. [12]. While
Ablavatski et al. [13] used batch normalization layers [19] with shared
weights between model iterations our model used unique batch nor-
malization layers for each time step, as the pattern of layer activations
was expected to vary with each time step. Furthermore, we computed
the loss for the emitted transformation matrix only for the zoom pa-
rameter, thus enabling our model to freely choose the location of the
glimpse sensor. The target zoom factor was set to .35. All other model
speci cations were initially the same as in [13].

2

1 github.com/opencv/opencvitree/master/samples/dnn/face_detector
2 The spatial transformer implementation was taken from github.com/oarriaga/
STN.keras
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4 Results

The model achieved a mean classi cation accuracy of 60.4% improving
over recent work of Li et al. [20] which achieved 55.3% on the same data.
The accuracy of the happy category was 86.7% while all other class accu-
racies were roughly 50-60% (Fig. 1.3). The visual search strategy of the
model was characterized by a uniform application of the glimpse sen-
sor, which is different from the emotion-speci c search strategies found

in the data of Blais et al. [10]. The model rst used a whole-face glimpse
and then zoomed in on the left eye region (Fig. 1.4, left).

By limiting the zoom factor of the network so that it could only generate

Figure 1.3: Confusion matrix of the best-performing model.

glimpses which covered 30% of the image, we tried to enforce a search
which would highlight important image regions for the machine classi-
cation. On average, the model then only produced glimpses with this
maximum zoom factor. In later time steps the model tended to focus on
the mouth region paralleling the human focus on this region for most
emotions (Fig. 1.1). Interestingly, the positions of the rst glimpses pro-
duced by this model showed a high inter and intra-category variance
(Fig. 1.4, right). Inspection of sample classi cations revealed that this
model sometimes produced saccade-like jumps of its glimpse sensor in-
stead of gradually shifting and zooming in on a face area or gradually
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shifting the glimpse position (Fig. 1.5). The mean classi cation accuracy
of this model, however, was only 41.8%.

Figure 1.4: Heat maps of glimpse areas. Unrestricted model (left) and model
with its zoom factor restricted to .30 (right).

5 Conclusion

We showed that a DNN with a recurrent attention mechanism can
achieve state-of-the-art performance in FER. The experiments with
restricted zoom factors showed that a good classi cation performance
can be achieved by shifting glimpses with a medium size across the
image. The model which was restricted to relatively small glimpses
showed a saccade-like search pattern which is typical for humans.
However, this model performed considerably worse, indicating that it
failed to form a scene representation from the more separate glimpses.

Second, it was of interest whether the model would make use of
emotion-speci ¢ search strategies. The best-performing model showed
a relatively uniform search strategy. It also processed relatively large
regions of the face at once. The model whose glimpse sensor was
restricted showed emotion-speci ¢ search patterns in the beginning of
its search which was later on replaced by a general preference for the
mouth region as can be observed in humans.
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Figure 1.5: Emotion classi cation sample. Labels represent model predictions at
different time steps.

This work was partly supported by the European Social Fund at the
Free State of Saxony (Grant ESF-100269974).
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Image related metadata generation, storage and
retrieval for big datasets

Tom Kretzschmar und Danny Kowerko

Technische Universitat Chemnitz, Fakult at flir Informatik,
Straf3e der Nationen 62, 09111 Chemnitz

Abstract With the use of deep learning and image understand-
ing, metadata respectively descriptions for images are generated
automatically. Using available frameworks and libraries, images
are diversely annotated, while combining these information leads
to improved image retrieval. The heterogeneous metadata has to
be structured, analyzed and stored to leverage the data for com-
plex search queries. Research and technologies regarding meta-
data creation, storage, handling and retrieval are reviewed in this
work giving an overview about the subject. Ongoing from that,
an architectural draft is described giving the entry point for the
development of an application prototype. The draft shows how
image metadata is handled and combined to create the possibility
for image retrieval in big data sets.

Keywords Metadata, Image retrieval, Asset management, An-
notation, Tagging, Search, Web technology, Big Data, Deep Learn-
ing

1 Introduction

In the era of Big Data, large image databases and the increasing possi-
bilities and usage of deep learning, neural networks and image process-

ing, metadata handling becomes immensely demanding and necessary.
Resulting from that, the following three hypotheses are considered:

1 Deep learning enables the generation of diverse and higher qual-
ity metadata facilitating complex search queries.

2 The fusion of image metadata leads to a better searchability.
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3 Modern web technology leverages the realization of the needed
functionality.

This work is focused on the examination of these hypotheses regard-
ing the design and implementation of a web-based application which
is used to handle and consolidate different types of metadata and their
corresponding images, store them and provide an interface to search
and query for speci ¢ images according to the available metadata. Re-
garding that, the generation of image metadata has to be investigated in
a broader scope.

The research material and data considered consists mainly of real
world images including persons. The image library of the Chemnitz
University of Technology Press Of ce will be assessed for requirement
analysis while including a variety of real world images. Furthermore
image databases of technical processes and synthetic images can be
treated in a similar way but will not be included in the given scope.

1.1 Central questions

Considering the previously de ned hypotheses one central question of
research can be examined for each statement. These will be answered in
this paper to give the foundation for proving the given hypotheses.

1 How can metadata from different sources be homogenized and
preprocessed to leverage the information for search and retrieval?

2 Which functionality is made possible by the available metadata
regarding the technical possibilities and the relevance for de ned
user groups?

3 Which of the broad spectrum of web technologies can provide this
functionality and how?

These questions are approached in a more technical way, leading to
an architectural draft of an application for storage, search and retrieval
of images leveraging the use of separate metadata. Ongoing from that,
the following aspects have to be considered: At rst, the image meta-
data generated by different frameworks and tools has to be prepared
and consolidated while not limiting the structure or types which can be
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handled. At second, architectural aspects and different technologies re-
garding the storage and retrieval of the data are examined. At last, the
design respectively the presentation of the data for the user providing
methods for searching different aspects is examined.

This work will be the foundation of further work and will provide
only a collection of information while giving an approach to answer the
stated questions utilizing an architectural draft.

1.2 State of the art

Currently images are stored with embedded metadata or user de ned
tags. Examples for web based stock photo libraries are Adobe Stock
iStock or asset management systems likeResourceSpateThe possibil-
ity to store separate metadata containing automatic generated informa-
tion is not given while it is possible to retrieve the desired images using
search and ltering functionality. The mentioned applications are com-
mercial, giving no information about the underlying technology. Simi-
lar functionality - without the Itering - is provided by LibreStockusing
the search engine StockSearch available on GitHub. The exibility of
this approach is limited due to the fact that it only provides a search
functionality querying other photo stock services for their content.
Furthermore the asset management system Vidispine® shows an API
based approach for the storage and retrieval of media assets. The com-
mercial application provides a REST interface for handling the different
aspects. Referring to their documentation [1], Vidispineleverages func-
tionality from Apache Lucene for search and retrieval. The user can
submit media assets with arbitrary metadata stored in a key value for-
mat. While any kind of metadata can be inserted and retrieved, the
user has to register the format including the corresponding data type
beforehand. Therefore this software states a good approach for the ar-
chitectural aspects of an application backend. Unfortunately no further
implementation details are provided, but the API reference provides ba-
sic examples of how the stated problems can be solved. Another im-

1 https://stock.adobe.com

2 https:/lwww.istockphoto.com

3 https://www.resourcespace.com/

4 https://github.com/davegri/StockSearch
5 https://www.vidispine.com/
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age management system developed by the Guardian® is Grid” which
is available on GitHub. Not much research is done in the eld of as-
set management, leading to the the assumption that this topic is ap-
proached in a more technological way. Prabhune et al. [2] implemented
a metadata management framework named MetaStorewhich adapts to
heterogeneous metadata formats. They focused on the exibility of their
application, being able to register and handle different kinds of meta-
data structures for validation storage and search. However, they do not
provide any user interface for retrieval or storage of media assets.

Beside that, photo gallery applications like Google Phot§sor Microsoft
Photo$ provide the ability to nd images based on persons. Using face
detection and recognition, these applications will tag the images with
the corresponding persons. Because of the commercial background
there is no insight in the underlying technology.

Ongoing from that, research was done regarding similar topics, while
the focus lies on content based image retrieval. An overview about the
current state of research in regards to image retrieval is given by In-
oue [3] distinguishing between annotation and content based image re-
trieval and emphasizing on methods and usability. It is stated, that most
images are missing a correct and suf cient textual description, which
may be outdated. Also this problem corresponds to the rst hypothe-
sis in this paper, which states that image description can be automated
using deep learning. The automation of image annotation is also exam-
ined by Li et al. [4] constructing a framework ALIPR for generating tex-
tual descriptions. They express that annotation terms can be extracted
with good accuracy which can improve web image search or photo shar-
ing. A generic evaluation of information retrieval components was done
by [5] focusing more on text-based data. Furthermore Sandhaus et al. [6]
give an overview about image retrieval not only regarding the methods
but also investigating analysis frameworks and end user photo applica-
tions.

Regarding the topic of similarity based image retrieval open source
repositories are available providing frameworks and libraries imple-

6 https://www.theguardian.com/uk
7 https://github.com/guardian/grid
8 https://www.google.com/photos
9 https://www.microsoft.com/en-us/p/microsoft-photos/9wzdncrfjbh4
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menting necessary functionality. The project LiRe'° [7] (Lucene Image
Retrieva) utilizes Apache Lucenfor image indexing and search based on
global image features. While metadata is generated, indexed and stored
for retrieval, the structure of the metadata is xed providing no possi-
bility to adapt to different kind of user generated metadata. The project
can be examined with a focus on integrating with Apache LuceneSolrt?
or ElasticSearcH, which are all textual search engines. A similar ap-
proach is described by Mu et al. [8] extracting image features to string
tokens which enables them to be indexed and retrieved by an Elastic-
Searchntegration.

1.3 Methodical approach

The chosen approach regarding the central questions is a literature re-
view focused on metadata handling, storage systems, unstructured data

and retrieval, especially practical approaches regarding frameworks

and implementations. Beside that technology assessments, documen-
tations and open source repositories are relevant and considered in a
broader technology analysis. The focus relies on recent contributions
since 2015, as older technologies are likely to be outdated.

The analysis will be done in three different scopes - front end, back
end or storage and metadata generation - all of them regarding the pur-
poseful searchability.

For the further design and development of an application there is the
need for a requirement analysis according to [9] and followed by a fea-
ture extraction. Stakeholders or a representative user base have to be
identi ed and cooperated with. This step will be postponed as the goal
of this work and the resulting architectural draft is focused on leverag-
ing the possibilities given by the underlying metadata.

10 https://github.com/dermotte/LIRE/
11 https://github.com/dermotte/liresolr
12 hitps://github.com/kzwang/elasticsearch-image
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2 Metadata generation yields heterogeneous
information

Image metadata can include a variety of information based on the type
or the scope of the image. The available information de nes the possible
search queries in a way, that only these information can be processed
and presented which are extracted from the images previously or were
added manually.

For automatic image tagging there are many tools and frameworks
available all leading to different results. Furthermore the information
generated by these tools will be in a diverse structure.

Regarding the context of real world image data, the following tools
can be considered for generating metadata:

Openpos§l0] - skeletal keypoint detection
Detectron[11] - object detection

Yolo900(/12] - object detection

Places36%13] - scene or location recognition

Show and Tel[14] - scene description

Colorthief[15] - color extraction

FaceRecognitiof16] - face detection and recognition

With this variety of technologies, plenty of data about one image can
be generated, creating the possibility for search queries including dis-
crete persons (FaceRecognitignobjects which are contained in the image
(Detectron Yolo9000Q or the main color of the image ( Colorthief). With
some additional processing of the pose keypoints generated by Open-
posét can be possible to search for de ned poses of people (for example
sitting or standing). Further, the whole scenery or location shown in the
image can be searched for Places3655how and Te)l The automated gen-
eration of metadata using these frameworks is already described by [17]
and will not be examined further.

Besides that, information can be created leveraging location data,
where the picture was taken. Additionally reverse geocoding can be
used to automatically add address and point of interest information
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beside the geographic coordinates as evaluated in [18]. If time-based
data should be considered, event information can be added including
in which context the picture was taken. This is currently under investi-
gation by [19]. With reverse image search, already done by Google Im-
ages Pinterest Pixsy, SK Planet eBayand TinEye additional metadata
could be found using similar, already tagged images on the web. Unfor-
tunately missing documentation or limited functionality of the named
approaches prevent the examination of this approach.

In addition to these automatic approaches for generating metadata,
manually added information has to be considered as well. This infor-
mation can lead to a much broader spectrum of tags and will increase
the diversity of the data even more. Such data includes not only user
de ned categories, collections and custom nodes but also data from an-
notation tools. For the example of images showing persons, the user can
label them according to age, gender, skin color, size or even according
to function or job.

The combination of this metadata leads to even more diverse search-
ing possibilities where the user could precisely describe the targeted
scenery.

3 Metadata storage and management - the core aspect

The heterogeneous metadata generated by the different approaches has
to be gathered, preprocessed, stored and indexed to provide access to
it using de ned interfaces. Ongoing from that, three parts have to be
considered in the analysis - metadata preprocessing, storage systems
and general back end technologies providing the needed functionality.
Regarding the preprocessing, a homogeneous structure has to be de-
ned for the data to be stored. If the data should be generated automat-
ically while adding new images, the process of adapting the informa-
tion must be implemented by an adapter. This task could be handled
by the following approach based on [17] using containerization with -
for example - Docket3: All applications processing the images belong
to separate containers including a small, dedicated controlling instance
which collects and formats the metadata according to the interface de -
nition. The central application noti es the adapter about les to handle,

13 hitps:/iwww.docker.com/
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receives the metadata from the different containers and reunites it. An-
other approach was described by [2], generating and handling metadata
in an adaptive way, where new frameworks can be included without
any changes to the application. It uses automatic code generation and
a descriptive language providing the metadata structure. Furthermore
an automatic redeployment infrastructure is described using two linked
instances of the application server.

Even if no automatic handling is considered, the data must be sub-
mitted in a prede ned format. Regarding this format, any structured
data format such as XML, CSV, JSON or a custom data format can be
feasible but must comply with the backing technology - especially the
data storage and indexing system. When metadata should be handled
adaptive, the validation of the input must be ensured with correspond-
ing schemes. Schemes for the different formats can be described and
validated with a custom implementation or using de ned speci cations
like DTD or XSD for XML les. There is no of cial schema for the other
formats while the JSON Schema group [20] is working on the standard-
ization of their schema speci cation.

Especially the following aspects have to be considered when review-
ing these technologies: search, indexing and retrieval capabilities, un-
structured data, CAP theorem 4, scalability and interoperability. The
main use case - write once, read many® - should be considered as
well. At the base level the decision has to be made between hierarchi-
cal databases like MySQL, MariaDB, PostgreSQLor NoSQL databases
respectively document stores like MongoDB, Apache Cassandr@bject
Storage Systems orApache Lucenbased approaches.

While hierarchical databases are in for more structured data, NoSQL
databases should be reviewed especially regarding the retrieval of data.
According to [21] and [22] the exibility and especially the performance
of search and retrieval is quite limited using standard document stores
like MongoDB [23], so other approaches have to be focused. Apache
Lucend?24] is a data storage system which indexes the data for fast and
convenient retrieval. The framework is adapted in numerous applica-
tions and frameworks adding functionality on top of it for ease of use
and a data storage backend. These are namelyElasticSearcii25], Apache

14 CAP theorem: consistency, availability, partition tolerance
15 The image and meta data will be stored mainly once with no need for updates.
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SolR[24] or OpenStack Searchliglf26] with OpenStack Swiff27].

Most research is done regarding ElasticSearclike in [28], [29] or [30],
elaborating the search techniques and algorithms used in the frame-
work. While SolRor Searchlightare not covered in this extend, Apache
Lucends explored by [31] creating a custom search engine. Also Elastic-
Searchand Apache Lucenare used in approaches for handling image or
asset metadata.Openposand Detectronmetadata is stored and retrieved
in a framework developed by [32] whereas arbitrary metadata can be
stored and searched in the asset management systenvidispine[1]. This
shows that these technologies are applicable for the given questions.

After selecting a storage system ful lling the demands, technology
for data management and request handling must be evaluated. Espe-
cially the interrelationship with the data storage system has to be con-
sidered. The following incomplete selection of technologies provide
only a starting point:

PHP: Larave] OctoberCMS
Python: Django

Java: Spring Boot JavaEE
Kotlin: Spring Boot

Not only the interrelationship, but also key features like account man-
agement, security features, static versus dynamic typing, mapping of
data objects and injection regarding functional and non functional re-
guirements have to be considered when choosing the technology.

4 Metadata presentation

The presentation of the metadata is the direct interface between the user
and the data and has to provide the searching functionality made pos-
sible by the backing data. While it is important to analyze and de ne
exact requirements using methods from [9], the work described here is
purely based on possibilities provided by the available metadata.

Web technology yields access for a broad user base while maintain-
ing a central implementation. This central approach is essential because
of the amount of data accessed, which should be managed in one - if
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needed decentralized - structure. [27] Modern front end frameworks
provide the exible functionality needed to cope with changing search
queries. These queries can be presented as prede ned tags, free text
search using suggestions or hierarchical categorized images. Further-
more these approaches can be linked or combined together, to help the
user describe his target image in the most intuitive way.
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stockphoto
tockphoto

. gettyimages

Is’

g
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3
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Sorting . . - . .
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Image size . - . - . .
Main color . . . . . .
Focus . - . . . -
Location . . . . . .
Events ......
Date . . . . . .

Figure 2.1: General ltering functionality provided by different web based stock
photo libraries.

General

Analyzing the applications stated above like Shutterstockor Adobe
Stock the user is mostly confronted with a free text search providing
alternative suggestions while typing. Following this step rst search
results are shown in a gallery style component. Beside that, more ne
grained Itering can be applied for the further modi cation of the result
set.

The available Itering differs between the application as shown in the
following function matrices in gure 2.1 and gure 2.2. The rst shows
the general lters for six selected libraries whereas the second gure
shows person related lters for the same selection. Green squares indi-
cate that the images can be selected with respect to the corresponding
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Figure2.2: Person related ltering functionality provided by different web
based stock photo libraries.

Persons

metadata. Because of the variety of metadata usable for lItering, the
process is split in this two step approach. It enables easy and fast access
to the data while maintaining all information.

Usable technology includes JavaScript based front end web frame-
works like the following:

AngularJS(https://angularjs.org/ )
Vue.js(https://vuejs.org )
React.jqhttps://reactjs.org/ )

While these provide the basic logic for the implementation, component
libraries can be used to simplify the design aspect using prede ned ele-
ments:

Bootstrap(https://getbootstrap.com/ )
Foundation(https://foundation.zurb.com/ )
SemanticUl(https://semantic-ui.com/ )

Milligram (https://milligram.io/ )
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Other approaches using Java andJSFare less common but will interact
directly with back end implementations:

Vaadin(https://vaadin.com/ )
MyFaceghttps://myfaces.apache.org/ )
PrimeFaceghttps://www.primefaces.org/ )

Regarding the variety of available solutions, the decision depends
mostly on the functionality needed by the core aspects of the targeted
application. Most of these frameworks are backed by an active commu-
nity with open source repositories containing additional modules.

5 Architectural draft

While there are still questions to answer, the author will provide a ba-
sic approach and architectural draft for an application ful lling the de-
scribed needs including a rst technology and feature selection.

The draft focuses on a modular approach, regarding only the main
aspects of storage and retrieval of metadata while maintaining the ex-
ibility of supporting multiple data formats. As seen in gure 2.3 the
application is divided in two main modules - the interface (frontend)
and storage (backend). While being interconnected using a REST based
API, the two modules are independent from each other giving the op-
portunity for further re nement.

5.1 Storage and Retrieval

The Figure 2.4 shows the abstract architecture of the application back-
end focused on the aspect of validation, storage and retrieval of meta-
data. The chain between the generation of metadata, represented by the
upper arrows and the retrieval, represented by the bottom arrows, is
displayed. This module can be seen as black box providing function-
ality using the API as access point by the interface module. The model
contains two databases, one MySQL database for static data like schema
de nitions and the eld registry and one for indexable metadata. Select-
ing ElasticSearclas storage back end for the metadata enables a variety
of lookup functionality. Leveraging the underlying Java technology, the
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Metadata type Metadata field
handling registration

Metadata
validation and
indexing Image
reference
handling
Metadata
retrieval

Reactjs Java
SemanticUl Spring Boot

Type registration and
indexing interface

Search and filter interface

Figure 2.3: Overview of the architectural draft, showing frontend and backend
components.

application will be developed using Spring Boot [33], including auto-
matic con guration of a broad enterprise feature set for the ease of pro-
totyping. With the addition of Spring Web Servicethe creation of a REST
interface is possible.

The metadata will be stored in json format in a at key-value format
without hierarchical aspects. Itis validated 1 by json schema de nitions
as described by [20] to ensure equality between all data. Furthermore,
the asset or image le itself will be stored in an external repository and
only a reference is attached to the stored data. With the approach of
schema de nitions it is possible to add new metadata types without
changes to the application. While providing a documentation for the
stored data, the schema - respectively the extracted metadata elds -
can be used for generating views on the front end used for Itering and
searching. Automatic metadata generation when adding new assets or
images could additionally be implemented using a subscriber model.

16 see https://github.com/everit-org/ijson-schema
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Java
Spring Boot

Validate
metadata

definition

Figure 2.4: Abstraction of an application to store and retrieve metadata

The separate plugin will be noti ed about a new request which will start
containerized instances of different frameworks. The resulting data will
be sent back to the storage application.

The schema de nition is extended with additional markups for A:
free text search or B: lter view which enables the frontend module to
adjust its views accordingly. This will be done using an API entry point
to query the marked metadata elds including their data type.

5.2 Interface

The main focus of the interface is the retrieval. The possible search com-
binations resulting from the heterogeneous metadata have to be pre-
sented to the user.

As shown in gure 2.3, the module provides two distinct function
sets. One being the interface for indexing new images, metadata and
json schemas. The other one is the retrieval interface utilizing a free
text search providing autocompletion and suggestions to the user. Fur-
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Figure 2.5: Mockup of the user interface showing a search bar, the result set and
additional content lIters.

thermore using the marked metadata elds, categorized Iters will be
shown for further re nement of the search results as shown by the
mockup in gure 2.5.

While the frontend of the application could be implemented using
a variety of frameworks, the author will use React.jsas this is exible
enough for the adaptive Itering mechanism while providing commu-
nity based solutions for different aspects of the application. As example,
the component rendering the result image set can be implemented uti-
lizing the React Stack Gritd. In addition to that, the SemanticUl compo-
nent library is considered giving the opportunity for prototyping and
development without much overhead. The advanced search compo-
nent can be utilized to provide a categorized auto-complete or sugges-
tion feature for the user input.

6 Conclusions

Summarizing the work, an overview about the current research and
technology state is given regarding the handling of image metadata,
providing an entry point for the selection of suitable technologies and
architecture. The knowledge in this topic is mainly provided or accessed
through repositories, software documentations or technology websites

17 https://github.com/tsuyoshiwada/react-stack-grid
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while only little research is done focusing on general aspects of the re-
viewed problems and technologies. Furthermore an architectural draft
is given for the realization of a metadata management platform related
to images.

The main questions remaining are:

How to automate and control frameworks to generate metadata?

How to handle metadata formats unusable for searching like pose
keypoints which are only in coordinate format?

How to adapt the frontend Iter functionality and presentation to
given metadata elds using exible interface component genera-
tion?

Ongoing work will lead to an application prototype leveraging the
architectural draft. This includes software architecture design, imple-
mentation and nally an evaluation against the central questions stated
beforehand including usability tests.
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Abstract One of the manifold application elds of Deep Neural
Network (DNN)s is the classi cation of audio signals, such as
environmental and indoor sounds. Publicly available datasets
like the ESC-50 for environmental sound classi cation are typi-
cally used to de ne speci ¢ classi cation challenges and create
benchmarks for the (mostly scienti c) community. ESC-50 con-
tains 2,000 ve seconds long audio recordings, divided into 50
classes of the categories animals, natural-soundscapes and water-
sounds, human non-speech sounds, interior domestic and exteri-
or/urban sounds [1]. Other open audio libraries are the “Au-
dioSet” from Google [2] and “Ultrasound-8K” [3]. We combined
subsets of these data sets with own laboratory recordings to cre-
ate a collection of 20,876 audio recordings typical for Ambient
Assisted Living (AAL-94) and Public Transport (PT). Using con-
sumer hardware, we achieve an average validation accuracy of
92.6 % and a Mean Average Precision (MAP) of 95.4 % for ESC-50,
a new record in the benchmark list to this day and an average val-
idation accuracy of 82.75 % and a Mean Average Precision (MAP)
of 86.58 % for AAL-94 (combined AAL dataset which consists of
94 classes).

Keywords Audio Processing, Deep Neural Network (DNN),
Convolutional Neural Network (CNN), Spectrogram.
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1 Introduction

In recent years there has been a steady growth in advancement in audio
classi cation which mainly focuses on speech and music processing [1].
Environmental Sound Classi cation (ESC) and Ambient Assisted Liv-
ing (AAL) is an exciting area of research, where ESC focuses on identi-
fying the sounds occuring in day to day environment such as siren, car
horn, rain, seawaves etc., where as in AAL focuses on identifying the
sounds inside a home such as drilling, mixer, music, frying pan, foot-
steps, displacing furniture, dogs, cats etc. The automatic recognition
of environmental sounds in AAL is the current research for monitor-
ing the health of patients in hospitals and for robots to recognize and
understand the sound around their environment.

The classi cation of sounds typical for ESC-50 and AAL-94 scenarios
will be performed using deep learning techniques with the help of the
most economical Graphic Processing Unit (GPU) which is more power-
ful than a commercial Central Processing Unit (CPU). The application
of deep learning methods is being realisable with high success rate [4].
This research project is focused in this direction.

Convolutional Neural Networks(CNN)s which have achieved suc-
cess in image recognition tasks such as in [5], [6] have recently proven
to be effective in tasks related to One-Dimesional (1-D) data, such as
speech recognition [7] and natural language processing [8]. In particu-
lar [9] achieved a notably high performance.

The amount and quality of training data and how the data is fed
to the machine is very important particularly for deep learning. Var-
ious approaches have been proposed to improve sound recognition
performance. Researchers proposed increasing the training data varia-
tion by altering the shape or property of sounds or adding background
noise [9], [10]. The research community also proposed using additional
training data created by mixing multiple training examples [11]. To
achieve high performance, some research groups [12] proposed an ar-
chitecture named SoundNet which describes the approach utilizing ex-
ternal data or knowledge. SoundNet learns rich sound representations
using pairs of image and sound included in a large amount of unla-
beled video datasets. The SoundNet was developed by transferring the
knowledge of pre-trained large-scale image recognition networks into a
sound recognition network by minimizing the KL-divergence between
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the output predictions of the image recognition networks and that of
the sound network. Then it uses the output of the hidden layer of the
sound recognition network as the feature when applying to the target
sound classi cation problem and classi cation is performed with linear
SVM [3], [1].

AAL audio classi cation is divided into two parts, designing a fea-
ture extraction for audio data and building a predictive model to per-
form the classi cation. Deep Neural Network (DNN)s achieve better re-
sults in acoustic sound recognition as well as in speech recognition. The
most commonly used speech feature techniques are Hidden Markov
Model (HMM), Gaussian Mixture Model (GMM), K-Nearest Neighbour
(K-nn), Support Vector Machine (SVM) which are hand tuned and are
not necessarily suitable for acoustic sound recognization [13] but neu-
ral network can directly take a input features such as spectrogram and
even waveforms, classify them accordingly and achieves better results
[13], [9].

2 Related Work

Ageing is a natural process. The number of elderly people will increase
rapidly due to demographic change in the European Union(EU). The
recent developments in personal medical care to monitor the health sta-
tus of elderly people who suffer from chronic disorder by video stream-
ing and also by analyzing the acoustic and visual information from the
video feed. Most people feel that AAL monitoring has little impact on
privacy in comparison with video surveillance systems. AAL plays a
major role which includes recognition and detection of data which in-
dicate critical events for elderly or people with disabilities in Ambient
Assisted Living environments or for patients in the hospital [13].

AAL sound classi cation covers a wide range of everyday audio
events inside a home. It is performed by applying feature extraction
such as Mel Frequency Cepstral Coef cients (MFCC), log-Mel features
, Log Filterbank Energies, Spectral Subband Centroids and classi ca-
tion techniques such as Support Vector machines (SVM), Naive Bayes
and even some traditional methods such as Gaussian Mixture Model
(GMM), Hidden Markov Model (HMM) [4].

The traditional techniques for image processing have been outper-
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formed by Convolutinal Neural Network (CNN) since the year 2012.
With rapid evolution, more powerful neural net architectures have
started to evolve rapidly [14] for object detection, image segmenta-
tion [15] and [16] image captioning. Adapting those architectures for
the audio domain has become common practice, mostly due to the over-
whelming success of CNNs for image processing. Training and classi-
cation of visual representations of raw audio signals has proven to be
very effective for different scenarios such as bird identi cation in sound
recordings [10] or acoustic scene classi cation [17].

The research community have proposed to learn sound directly from
One-Dimensional (1-D) waveforms, including feature extraction. [18]
proposed a sound recognition network using One-Dimensional (1-D)
convolutional and pooling layers named SoundNet and learned the
sound features using large data of unlabelled videos.

[9] proposed a network using both One-Dimensional (1-D) and Two-
Dimensional (2-D) convolution and pooling layers named ENVNet.
First, EnvNet extracts a frequency feature of each short duration of a
section with 1-D convolutional and pooling layers and obtain a Two-
Dimensional (2-D) feature-map. Next, it classi es this feature-map us-
ing Two-Dimensional (2-D) convolutional and pooling layers in a simi-
lar manner to a logmel-CNN [9].

The commonly used approach is applying a time-domain convolu-
tion operation on a raw waveform to extract features as an audio repre-
sentation for classi cation. [9] have found the complementary between
waveform features and analytic signal transfor- mations (e.g. log-Mel).
By combining these two kinds of features, notable improvement in clas-
si cation accuracy was achieved [9], [19].

The existing methods suffer from major drawbacks. In the [9] method
Iter sizes are xed and employed on the time-series form to extract
features. Wide windows do not provide suf cient lters in the high
frequency range, but provide good frequency resolution. Narrow win-
dows learn more dispersed les but provide less frequency resolution.

Some researchers have used log-mel emergies as feature extraction
method, with a CNN classi er and data augmentation parameters as
Mixup. Some decision makers at the end were random forest, mean
probablity etc has been used and the results obtained were better for a
10 class classi cation.

Other research group has used feature ectration methods like MFCC,
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perceptual weighted power, spectrograms and data augmentation
methods are GAN, block mixing etc and most of them preferred CNN
classi er and results were good. (Refernce DCASE paper)

The following are the most common feature extraction methods:
Mel Frequency Cepstral Coef cients (MFCC), Linear Prediction Cep-
stral Coef cient (LPCC), Frequency Domain Linear Predicted (FDLP)
coef cients. Several datasets have been generated in recent years to
address the previously limited availability of labelled environmental
sound recordings. In particular, interest has gained for the ESC-50
dataset, which has been published by [Pic15b]. Along with reproducible
baseline results for several standard machine learning classi ers (e.g
Knn, SVM and RF ensembles), as well as for a CNN model, which we
denote as the [1].

DNNs suffer from two major drawbacks. Firstly, as studied from
many research papers the DNN architecture when training with larger
datasets leads to over tting. Secondly it consumes large amounts of
storage memory and energy. Therefore, these networks are dif cult to
be embedded into devices with limited memory and power [20], [21].

3 Datasets

3.1 Audio Dataset: ESC-50

In this project, the publicly available dataset ESC-50 [1] was used. The
ESC-50 dataset consists of 2000 short (5 seconds) environmental sound
recordings. The audio les are uni ed in a 16 bit (sample size), single
channel format with a sampling rate of 44.1kHz. The ESC-50 record-
ings use an Ogg Vorbis compression at 192 kbit/s (bit rate) format. The
50 classes are divided into 5 major groups or folds namely: animals,
human non-speech sounds, interior/domestic sounds, natural sound-
scapes & water sounds and exterior/urban noises.

In the ESC-50 dataset each class contains 40 audio recordings, in
which 70% of les are used for training the model, 10% are used for
cross-validation and the remaining 20 % of les are used for validation
(testing). The classes according to the folds are follows:

Animals:
— Cat, cow, crow, dog, frog, hen, insects, pig, rooster, sheep.
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Natural Soundscapes & Water Sounds:

— Chirping birds, cracking re, crickets, pouring water, rain,
sea-waves, thunderstorm, toilet ush, water drops, wind.

Human, Non-Speech Sounds:

— Breathing, brushing teeth, clapping, coughing, crying-baby,
drinking/sipping, footsteps, laughing, sneezing, snoring.

Interior/Domestic sounds:

— Can opening, clock alarm, clock tick, door wood creaks, door
wood knock, glass breaking, keyboard typing, mouse click,
vaccum cleaner, washing machine.

Exterior/Urban noises:

— Airplane, car horn, chainsaw, church bells, engine, reworks,
handsaw, helicopter, siren, train.
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3.2 Audio Dataset: AAL-94

In this project, the dataset AAL-94 was created using Youtube (Google
audio dataset) [2], Ultrasound-8K [3], our own Techiche Universit at
Chemnitz (TUC), Intenta [13] and ESC-50 [1] recordings. The AAL-94
dataset consists of 18,884 short (5seconds to 10 seconds) audio record-
ings. The audio les are uni ed in a 16 bit (sample size), single channel
format with a sampling rate of 44.1kHz. The Youtube audio record-
ings was downloaded and saved using an Ogg Vorbis compression at
192 kbit/s (bit rate) format. The 94 classes are divided into 4 major
groups or folds namely: animals, human sounds, interior/domestic
sounds and music.

In the AAL-94 dataset each class contains (40-100) audio recordings,
in which 70 % of les are used for training the model, 10 % are used for
cross-validation and the remaining 20 % of les are used for validation
(testing). To download the Youtube dataset the script is given in GitHub
(add link). The classes according to the folds are follows:

Animals:

— Cat, Dog, Hen, Insects, Mouse, Rooster.

Music:

— Bag-pipes, Child-singing, Clarinet, Drum, Female-singing,
Flute, Guitar, Hi-hat, Male-singing, Saxophone, Sitar.

Human, Non-Speech Sounds:

— Baby-crying, Biting, Breathing, Clapping, Coughing, Drink-
ing, Sipping, Electronic-brush, Female-speaking, Hic-cup,
Laughing, Manspeaking, Sneezing, Walk-footsteps, Throat-
clearing, Tooth-brush, Snoring, Whistling.

Interior/Domestic sounds:

— Air-conditioner, Alarm-clock, Blending, Breaking, Cam-
era,Can opening, clock tick, Coin-dropping, Computer-
keyboard, Cupboard, Dishes-pots, Displaying-furnitures,
Door, Door-bell, Drag-on-ground, Drawer, Drill, Electronic-
shaver, Frying, Glass, Gunshot, Hair-dryer, Hand-clap,
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Hand-saw, Help, Hit, Hit-on-wall, Jack-hammer, Keyboard-
typing, keys-jagging, Knock, Lighter-on-cup, Metal-on-
metal, Microwave-oven, Mouse click, Radio, Ringtone,
Scissors, Scream, Sewing-machine, Silence, Sink, Smoke-
detector, Stapler, Steam-whistler, Tap, Telephone-ringing,
Television, Toilet- ush, Tongue-click, Trampler, Vaccum-
cleaner, Vandalism, Washing-machine, Whimper, Window,
Zipper.

3.3 Audio Dataset: PT-2

The PT-2 was created via the Youtube (Google audio dataset) [2] which
consist of 1994 (10 seconds) short audio recordings. The Wav compres-
sion in a 16 bit (sample size) and single channel format with a sampling
rate of 44.1 kHz was used. It has 1 major group or fold with 2 classes:
bus and train.

In the PT-2 dataset each class contains (500-1000) audio recordings, in
which 70% of les are used for training the model, 10% are used for
cross-validation and the remaining 20 % of les are used for validation
(testing). To download the Youtube dataset the script is given in GitHub
(add link). The classes according to the folds are follows:

PT:

— Bus, Train.

4 Implementation

The dataset is split into train (70 %), validation (10 %), test (20 %).

From the training set of audio recordings the spectrograms are ex-
tracted using Fast Fourier Transform (FFT), which is fed as input
data to the neural network.

Next the training set is extended via data augmentation.

The training is performed by developing the CNN architecture
with most productive hyper-parameter settings.
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The trained CNN architectures are saved as models and are evalu-
ated with test (20 %) audio recordings by average prediction pool-

ing.

5 Experimental Setup

Hardware Con guration:
— Intel Core i5-7250 Dell laptop
— 8GB RAM
— Operating system: Ubuntu 16.04 Long Term Support (LTS)
— CPU (4 cores @ 2.40GHz)
— NVIDIA GeForce 940Mx with 4 GB graphics memory

Software:
(1) Programming Language:
— Python 2.7
(2) Libraries:

— Computed Uni ed Device Architecture (CUDA) 9.0 tool
kit for GPU acceleration

— NVIDIA CUDA Deep Neural Network (cuDNN) 7.0.4
— libgpu array
— Theano 1.0.1
— Lasagne 0.2.devl
(3) Dependencies:
— numpy 1.14.2
— scipy 1.0.0
— python speech features 0.6
— pydub 0.21.0
— python-openCV
— matplotlib 2.2.0
— libblas-dev liblapack-dev
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— cmake 3.5.1
— cython 0.29.2

5.1 Spectrogram Extraction

Figure 3.1: Extracted magnitude spectrograms of samples for hen (top left), ute
(top right), reworks (middle left), vaccumcleaner (middle right), snoring (bot-
tom left) and rail (bottom right). The spectrograms are extracted from the audio
recording using the the framework python speecHeatures An FFT length of 512
with a window length of 0.02 and a step size of 0.00585 for three-second chunks
of each signal has been used.

The visual representation of our training samples were viewed by mag-
nitude spectrograms. Various experiments were performed to develop
a trained CNN model. Better classi cation results are achieved when
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large input resolutions with highly detailed signal transformation were
used. In our research non-square spectrograms with a resolution of
512 x 256 pixels (width x height, width being time scale) were used. The
spectrogram is of three second chunks. The extracted spectrograms re-
sulted in 4800 images for ESC-50, 63,300 images for AAL-94 and 2300
images for PT-2. Figure 3.1 represents the spectrograms for different
events.

5.2 Data Augmentation

Dataset augmentation is vital to reduce the generalization error. How-
ever, most estab- lished or commonly used augmentation methods like
horizontal ip, padding and random crop are not suitable for spec-
trograms, as they might mask the original signal. Data augmentation
should always target the properties of the test data, which are underrep-
resented or missing in the training data. To evaluate which augmenta-
tion combination is useful for the training process, methods like vertical
ip, horizontal ip, gaussian noise, random cropping and brightness are
used. Table 3.1 shows an overview of the results obtained from various
augmentation combinations. It can be seen that in conjunction with Roll
and Gaussian Noise combinaton yields the best results for our dataset.

Augmentation methods \Epoch ESC-50(%) PT-2(%) AAL-94(%D
Nil/no Augmentation 60 50 63.2 452
Flip, Gaussian, Roll, Brightness, Random crop| 60 60.5 68.89 40.7
Flip, Gaussian Noise, Brightness 60 62.5 60.65 41.2

Roll, Crop 60 56.25 64.2 36.23
Roll, Flip 60 63.25 69.2 43.7

Roll, Flip, Brightness 60 63.75 68.2 43.7

Roll, Gaussian Noise 60 65.25 70.2 50.75

Table 3.1: Evaluated Augmentation methods: The results were compared be-
tween different augmentation combinations and came to a conclusion that Roll
(vertical roll) and Gaussian Noise (random noise) combination produced best
results while training the dataset.

Vertical Roll:  We implemented a random, pitch shifting vertical roll
of maximum ve percent, which had great impact on the generalization
error. This seems to be by far the most bene cial dataset augmenta-
tion. We tried time shifting horizontal roll as well, but found that this
augmentation harms generalization. This might be because we gener-
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ated overlapping spectrograms (creating spectrogram using FFT digi-
tally sampled in the time domain which usually overlaps) and with that,
already used time shifted spectrograms.

Gaussian Noise: Synthetic noise often helps convolutional neural
networks to focus on salient image features. Most models will learn to
ignore the noise over time, which makes them robust even against other
(more realistic) noise sources [13]. We simply added Gaussian noise of
random intensity to our spectrograms and re-normalized the resulting
images.

5.3 CNN Architecture:

Finding the best CNN architecture is a time consuming task and of-
ten done purely by trial and error. We decided to reduce the amount
of possible design decisions and relied on current best practices for
CNN layouts. All weighted layers (except for input and output lay-
ers) use Batch Normalization [21], Exponential Linear Units (ELU) for
unit activation [22] and are initialized using He-initialization [23]. We
wanted large receptive elds in our rst convolutional layers, which
have proven to be very effective for spectrograms during our experi-
ments. Various kernel ( Iters) were implemented in the model to evalu-
ate the right combination and sizes (7 x 7, 5x 5, 3x 3) of the kernel. Tables
3.2 and 3.3 provides an overview of the six model designs used in this
research. The best training model was chosen by varying the param-
eters. Most spectrograms contain only little information, leaving most
pixels blank. This observation is backed by the works of [24], [25], [26]
and [27].

Large input sizes are not common in current image classi cation pub-
lications. Most approaches reduce the input size to a maximum of
256 x 256 pixels. The higher the resolution of spectrograms the higher
the accuracy rate, but more computational power is needed for training.
Since we use a low power GPU, a spectrogram resolution of 512 x 256
pixels is used.

Experiments showed that non-square, high-resolution inputs of spec-
trograms do indeed achieve better classi cation results, especially for
large and diverse datasets. We used strided convolutions and pooling
layers to cope with large inputs. Additionally, a larger number of Iters
seems to be more effective than a larger number of hidden units. We
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found that 256 units per dense layer is suf cient, even for 94 classes in
AAL-94 and 128 dense units for ESC-50. Determining the right amount
of network parameters is crucial to avoid under tting and over tting.
This process is very time consuming considering the fact that less pa-
rameters might work well on small validation sets, but usually under-

t on larger datasets [5]. Validation experiments should always show
slight over tting in order to have good generalization capacity when
trained on more classes. Choosing the best parameters for models for a
dataset is a challenging and time consuming task [9].
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Layers Model-1 Model-2 Model-3
Filter Size - kernel Filter Size - kernel Filter Size - kernel
ConvGroupl 64-7x7 128-7x7 32-7x7
ConvGroup2 128-5x5 256 - 5x5 64 -5x5
ConvGroup3 256 - 5x5 512-5x5 128 -5x5
ConvGroup4 512-3x3 1024 -3x3 256 -3x3
ConvGroup5 1024 -3x3 2048 -3x3 512-3x3
Dense Layers No of Units No of Units No of Units
ESC-AAL ESC-AAL ESC-AAL
DenseGroupl 512 128-256
DenseGroup2 512 128/256
Softmax No of Units No of Units No of Units
ESC-AAL ESC-AAL ESC-AAL
1 50-94 50-94 50-94
Timings Sec per epoch Sec per epoch Sec per epoch
ESC-50 300-500 2000-2500 86-112
AAL-94 900-1000 3500-4000 500-650

Table 3.2: The above table illustrates the overview of models and model pa-
rameters which we implemented in training the datasets, where Convgroup in-
cludes stride=2for Convgroupl and stride=1for Convgroups (2-5), with padding
size samefor all convgroups. Max-pooling layer size of 2 and an Elu activation
function. Each dense layer has a dropout size of 0.5. Model 3 is a fully connected

CNN without dense layers.
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Layers Model-4 Model-5 Model-6
Filter Size - kernel Filter Size - kernel Filter Size - kernel
ConvGroupl 64-7x7 128 -7x7 32-7x7
ConvGroup2 128 -7x7 256-7x7 64-7x7
ConvGroup3 256 - 7x7 512 -7x7 128 -7x7
ConvGroup4 512-7x7 1024 - 7x7 256 -7x7
ConvGroup5 1024 - 7x7 2048 - 7x7 512-7x7
Dense Layers No of Units No of Units No of Units
ESC-AAL ESC-AAL ESC-AAL
DenseGroupl 512 128/256 128/256
DenseGroup2 512 128/256 128/256
Softmax No of Units No of Units No of Units
ESC-AAL ESC-AAL ESC-AAL
1 50-94 50-94 50-94
Timings Sec per epoch Sec per epoch Sec per epoch
ESC-50 500-800 2500-2800 106-112
AAL-94 1000-1200 4000-4500 500-700

Table 3.3: The above table illustrates the overview of models and model pa-
rameters which we implemented in training the datasets, where Convgroup in-
cludes stride=2for Convgroupl and stride=1for Convgroup(2-5), with padding
size samefor all convgroups. Max-pooling layer size of 2 and an Elu activation
function, each dense layer has a dropout size 0.5, 128dense units was used for
ESC-50 and256dense units for AAL.
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Datasets|Model 1 (%)|Model 2 (%)|Model 3 (%)|Model 4 (%)|Model 5 (%)|Model 6 (%)

ESC-50 63.65 70 76.9 78.9 75.5 86.25

AAL-94 45.3 49.53 51.7 73.65 64.95 78.94
PT-2 72 76 80.6 80.2 76.8 88.65

Table 3.4: The table illustrates the overview of the different models evaluation
accuracies and justi es that model 6 is chosen, because of its better evaluation
accuracy comparing with other models.

5.4 Training

Time ef cient training becomes crucial when training on 94 classes for
AAL-94, 50 classes for ESC-50 and 2 classes for PT-2 with more than
4800 spectrogram samples for ESC, 63,300 spectrograms for AAL and
2300 spectrograms for PT. We tried to optimize our training process in
order to save computation time and maintain a good overall perfor-
mance at the same time. Some parameters were evaluated and then
found out that they suit well for training.

Learning Rate Schedule

The learning rate is one of the most important hyperparamters when
training ConvNets. Fixed learning rates may hinder the optimization
process from converging. Common practice uses learning rate steps,
which reduce the learning rate on various occasions during training.
Although batch normalization allows for higher learning rates, in order

to achieve full convergence of the learning process, parameter changes
have to be minimal near the end of training. We found that linear inter-
polation of the learning rate during training, with changes applied after
each epoch, are very effective and can dramatically improve the classi -
cation result. We started our training process with a learning rate of 0.01
and decreasing it over 55-150 epochs to a value of 0.00001, where good
level of accuracy is achieved. When learning with a rate of 0.001 and
decreasing it over 55-150 epochs to 0.000001 the accuracy level drops,
so this learning method is not suitable for the process as shown in Table
3.5.
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Optimizer

Choosing the best optimizer (ADAM or Nesterov) for stochastic gra-
dient descent parameter updates is vital for fast optimization conver-
gence. We decided to use ADAM or Nesterov updates [28] (with the
betal parameter set to 0.5) because of the high convergence speed as
shown in Table 3.5.

Dropout layer:

Various changes in values of the dropout layer leads to changes in accu-
racy of the model. Table 3.5 lists different dropout values and respective
changes in accuracy of the model.

The training is performed using an NVIDIA GeForce 940Mx GPU
with 384 CUDA cores. The training time per epoch of the implemented
model and other tested models has been illustrated in the Tables 3.3
and 3.2. Some research has illustrated that batch size impacts learning
signi cantly. The concept is that if the batch size is big enough, it will
provide a stable enough estimate of what the gradient of the full dataset
would be [29], [30], [31]. The different batch sizes for our datasets is
listed in Table 3.6.
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Datasets| Dropout(%) |Optimizer |Activation Function |Accuracy(%)
ESC 0.3 Adam REIu 55.2
ESC 0.3 Nestrov RElu 53.52
ESC 0.3 Adam Elu 57.2
ESC 0.3 Nestrov Elu 54.52
ESC 0.2 Adam RElu 43.2
ESC 0.2 Nestrov REIlu 42.2
ESC 0.2 Adam RElu 49.2
ESC 0.2 Nestrov RElu 45.2
ESC 0.5 Adam Elu 75.2
ESC 0.5 Adam RElu 73.2
ESC 0.5 Adam Elu 80.75
ESC 0.5 Nestrov RElu 76.9
AAL 0.3 Adam REIlu 38.2
AAL 0.3 Nestrov RElu 33.2
AAL 0.3 Adam Elu 425
AAL 0.3 Nestrov Elu 39.26
AAL 0.2 Adam REIlu 42.5
AAL 0.2 Nestrov RElu 41.25
AAL 0.5 Adam Elu 69.25
AAL 0.5 Adam REIu 66.5
AAL 0.5 Adam Elu 73.75
AAL 0.5 Nestrov RElu 63.25

Table 3.5: Training trails: The table represents the combinations of dropout
layer, optimizer and activation function . The best combination is highlighted.

Datasets Batch Size

NVIDIA GeForce 940Mx |NVIDIA GeForce GTX 1050Ti
ESC-50 18 60
AAL-94 6 30

Table 3.6: The table illustrates the overview of different batch size implemented
while training our datasets.
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Training Methods
The training is performed using two methods:

Method 1 - The dataset was split into train (70 %), validation
(10 %) and test (20 %) in a random manner.

Method 2 - The corresponding dataset was split in to train (70 %),
validation (10 %) and test (20 %) by manually auditioning the au-
dio dataset and then split it based on quality of audio so that the
model gets adapted to all kinds of environments.

The Table 3.7 illustrates the difference in accuracy between two methods
as these two methods were trained and tested using NVIDIA GeForce
940Mx (340 cuda cores) and NVIDIA GeForce GTX 1050Ti (780 cuda
cores).

Dataset Method - 1 Method - 2
940Mx( %)|1050Ti( %) 940Mx( %)| L050Ti( %)
ESC-50 82.25 88.75 86.25 92.648
AAL-94| 72.75 75.89 77.25 82.25
PT-2 84.25 87.75 86.65 92.25

Table 3.7: Evaluation accuracy of different training methods using different
GPUs

6 Challenges faced during Installation and Execution

Please check Appendix for the full experimental setup and important
commands.

6.1 During Installation

Errors in NVIDIA driver:
— nvidia-smi command not found
— driver not up to date

— failed to initialize NVIDIA Management Library (NVML):
Driver/library version mismatch
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Solution for installing NVIDIA driver:
— Method 1: On desktop

method 1 is not suitable for many systems and we sug-
gest personally using method 2

direct download from the NVIDIA website according to
the GPU

go to boot menu and disable the secured boot
execute the following commands in terminal window:

$ chmod +x Nvidia driver
$ sudo ./Nvidia driver

— Method 2: In terminal window

execute the following commands:

$ sudo apt get purge nvidia

$ sudo add apt repository ppa:graphics drivers/ppa
$ sudo apt get update

$ sudo apt get install nvidia (driver _version)

Errors in CUDA:
— nvcce —version: command not found

— display freezes if xserver display settings are not disabled
precisely; if this error occurs remove ubuntu and reinstall the
operating system, while installing cuda do the step given be-
low, reboot the system and perform furthur installation

Solution for installing CUDA:

— create a le at /etc/modprobe.d/blacklist-nouveau.conf
with the following contents:

Backlist nouveau options nouveau modeset=0

— execute the following commands in terminal window:

$ sudo update initramfs u
$ sudo reboot
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— check cuda directory path in /.bashrc le (recommended)

Error in cuDNN:

— run time and dev-deb library not found

Solution for installing cuDNN:

— versions need to be installed in the following order:

$ sudo dpkg i

libcudnn7 7.0.3.11 1+cuda9.0 amd64.den
libcudnn7 dev 7.0.3.11 1+cuda9.0 amd64.demn
libcudnn7 doc 7.0.3.11 1+cuda9.0 amd64.demn

Error in installation of Theano and Lasagne :

— Import error: No module named cuda.dnn

Solution for installing Theano and Lasagne:

— install using libgpu array not with anaconda or miniconda;
will cause library and path error because most of conda ver-
sion doesn't have latest gcc, g++ compiler it might get con-
fused so installation using conda is not preferred.

— install bleeding edge version, not any other
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6.2 During Execution: AAL _train.py

Error while executing AED _train.py script:

— Cannot use cuDNN on context None: cannot compile with
CuDNN.
We got this error: In le included from
/tmpltry. ags.zTUVUV.c:4.0:
{usrf/include/cudnn.h:63:26:fatal error: driver types.h:
No such le or directory compilation terminated.

— ERROR (theano.sandbox.cuda): Failed to compile cudandar-
ray.cu: libcublas.so.7.0: ... CUDA Driver Version / Runtime
Version 7.0/7.0

Solution:

— batch size = range from 2 to 32 according to the graphics
RAM

— Theano suits for CUDA 9.0 or 9.1 and for each NVIDIA
graphics card. It requires specic driver software (Eg:
GeForce 940 Mx requires nvidia-390 driver, where GTX 1050
Ti requires nvidia-396 driver) and if nvidia driver is up to
date with the current version of graphics card and CUDA,;
CUDNN version satis es Theano this error doesn't occur.

7 Results Analysis

7.1 Analysis of Confusion Matrix

The confusion matrix helps to analyse the quality of the dataset while
performing training. The confusion matrix was generated after each
epoch during training to understand how the model has been trained. If
the CNN performance in training is bad in order to save time the current
training can be stopped change the parameters and resume the training.
Within this research project generating confusion matrices for a group
of higher number of classes needs a high power GPU workstation, when
the classes during training exceeds 50.

Here we are going to discuss about the confusion matrices for ESC-50
and AAL-94. There are 5 folds in ESC-50, 4 folds in AAL-94 and 1 fold
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in PT-2. Among them we are going to discuss 5 folds and those folds
are Animals(ESC), Interior domestic sounds, Exterior urban Sounds be-
longs to ESC-50 and Human sounds, Music belongs to AAL-94.
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Figure 3.2: Confusion matrix of predicted sound recordings from the fold: Ani-
mals. The maximum errors are in-between rooster (Predicted) and cat (Target),
between rooster (Predicted) and dog (Target).

In the rst confusion matrix, Figure 3.2, which represents the fold
of Animals, the predicted output was above 80 % with minimal error.
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This is due to the mixing of two sounds in audio recordings in animal
folds for example sounds such as dog and rooster or cow and rooster as
sounds are present at the same time in one sample .

Confusion Matrix
AAL_Example_Run - Epoch 70
Train Samples: 1516 Validation Samples: 79
mP: 0.924047619047619 mF1: 0.9143612908830301
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Figure 3.3: Confusion matrix of predicted sound recordings from the fold: Nat-
ural Soundscapes and Water Sounds. The maximum errors are in-between
cracking re (Predicted) and waterdrops (Target) and between waterdrops (Pre-
dicted) and pouringwater (Target).

The confusion matrix of Natural Soundscapes and Water Sounds, as
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shown in Figure 3.3 illustrates that the results of the training model were
above 95 % with very minimal error. This error is due to pouring water,
waterdrops, wind and thunderstorm had minimal confusion, as they
are generated by a water source. The Human Sound confusion matrix
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Figure 3.4: Confusion matrix of predicted sound recordings from the fold: Mu-
sic. The maximum errors are between female singing (Target) and child singing
(Predicted), male singing (Target) and female singing (Predicted) and saxo-
phone (Target) and clarinet (Predicted).

in Figure 3.6 shows the similarity between the most common human
sounds, which resulted in 55 % average precision with maximum con-
fusion. Moreover, for the class drinking water there is a higher confu-
sion with coughing. Sneezing has confusions between biting, breathing,
coughing, snoring classes due to its higher variance. Some sounds are
present at the same time in one sample for example in an audio record-
ing of female speaking class the audio track has a mixture of two classes,
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conversation between male and female speaking. During training of the
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Figure 3.5: Confusion matrix of predicted sound recordings from the fold: Exte-
rior Urban Noises. The maximum errors are in-between churchbell (Target) and
carhorn (Predicted), siren (Target) and carhorn (Predicted).

music sounds, as shown in Figure 3.4, the highest confusion was ob-
served between female singing, male singing and child singing. This
is due to the classes having some audio recordings which had a mix-
ture of these 3 classes, for example some audio recordings have child
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and female singing simultaneously which causes confusion for the clas-
si er. Finally, during training of Exterior Urban Sounds as shown in
Figure 3.5, there was very minimal confusion in exterior urban sounds
between siren and carhorn and between churchbell and carhorn.
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Figure 3.6: Confusion matrix of predicted sound recordings from the fold: Hu-
man Sounds. The maximum errors are in-between laughing (Target) and
manspeaking (Predicted), coughing (Target) and breathing (Predicted), throat-
clearing (Target) and breathing (Predicted), drinking (Target) and coughing
(Predicted).
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7.2 Evaluation Results

To evaluate the performance of the trained model a 1-fold, 4-fold and
5-fold cross validation was performed on ESC-50 (50 classes), AAL (94
classes) and PT (2 classes).

Folds F1 score (%) Validation Accuracy (%) MAP (%) Epoch
Animals 87.15 96.25 97.78 70
Exterior Urban Noises 95.10 90.00 94.58 70
Human Non-speech Sounds 87.13 91.14 94.13 70
Interior Domestic sounds 85.36 89.60 92.4 70
Naturalsoundscapes and Water Sounds 90.01 96.25 98.1 70
Mean 88.96 92.648 95.398

Table 3.8: Evaluated folds of ESC-50: the results were compared between F1
score while prediction, validation accuracy and Mean Average Precision (MAP).
We obtained 92.648% average in validation accuracy.

In the table 3.8 the training is performed seperatly on each fold with
a standard of 70 epoch, where each fold contains 10 classes and the av-
erage for all 5 folds was calculated as accuracy . Training all 5 folds
together (50 classes) resulted in avalidation accuracy of 85.2% .

Folds F1 score (%) Validation Accuracy (%) MAP (%) Epoch
Animals 79.71 81.2 87.8 55
Music 77.09 87.83 86.52 55
Human 70.25 79.75 86.75 55
Interior Domestic sounds 72.06 82.2 86.58 55
Mean 74.77 82.75 86.58

Table 3.9: Evaluated folds of AAL-94: the results were compared between F1
score while prediction, validation accuracy and Mean Average Precision (MAP).
We obtained 82.75% average in validation accuracy.

In the Table 3.9 the training is performed seperatly on each fold with
a standard of 55 epochs, where each fold contains a minimum of 6 up to
52 classes and the average for 4 folds was calculated as accuracy . Train-
ing all 4 folds together containing (94 classes) resulted in a validation
accuracy of 70.66%

The Public Transport (PT) is of 1-fold with 2 classes. we obtained a
validation accuracy of 92.25% and MAP of 86.75 %.
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The test samples vary in length and recording quality. The proposed
CNN architecture has proven to be very ef cient for our dataset despite
of its simplicity.

Table 3.8 and 3.9 summarises the F-measure or F-score (F1), valida-
tion accuracy, mean average precision and precision of different folds.
For testing three-second consecutive spectrograms with a two-second
overlap are used.

The model has performed signi cantly better than the implementa-
tion of a Residual Neural Network (ResNet)-50, [32] or Densely Con-
nected Convolutional Network (DenseNet)-32, [33]. This might be due
to the selection of the right parameters while training the model.
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7.3 Comparison of classi cation Accuracy of ESC-50

Literature Methods Dependencies and GPU Remarks Accuracy
Keras|Pytorch |[Theano and Lasagne|TitanX |1050Ti (%)

Our proposed |Spectrogram extraction, X X |Batch size 50, 7088.75

model data augmentation and epochs folds),85,2
CNN classi er (1 fold)

[4] Convolutional restricted | X X X Hamming window |86.5
boltmann machine with technique, with 200
Iter bank (ConvRBM) batch size and 30Q
(CNN) epochs

[34] Phase encoded feature X X X Score level fusion of|84.1
set, phase encoded Me| Iter bank energies
lter bank energies and 300 epochs
(PEFBE) (CNN)

[35] Weak label learning, X SVM classier and [83.5
transfer learning and adam optimiza-
learning representations tion, multiple label
(CNN) learning

[36] Teager energy operator] X X X GMM class er, with |81.9
based gammatone fea: batch size of 200 and
ture set (GFCC) (TEO) 300 epochs

[34] Phase encoded feature X X X Score level fusion of|73.2
set, phase encoded Me Iter bank energies
lter bank energies and 300 epochs
(PEFBE) (CNN)

Table 3.10: Comparison of our approach for Environmental Sound Classi ca-
tion with other studies. We acquired 92.648% (Method 2) and 88.75 % (Method
1) mean accuracy. The literature studies performed training based on random
split, so we are comparing our results based on method 1(random split).

The mean accuracy of other research literature compared to our pro-
posed classic CNN approach is shown in Table 3.10. Our results topped
the list. The above mentioned papers implemented between 300 to 1500
epochs during training the models with a high speed rate TitanX (3584
cuda cores) GPU. We only used 70 epochs, a consumer based GPU-
1050Ti (784 cuda cores). Most training and model testing was performed
on 940Mx (384 cuda cores) GPU. Given these circumstances our mean
accuracy value is comparatively good.



CNN-based Audio Classi cation 59

7.4 Comparison of classi cation Accuracy of AAL-94

Literature Methods Dependencies and GPU Remarks Accuracy
Tensor ow Jetson  |Quadrap6000 Theano and |TitanX [1050Ti (%)
Lasagne
Our proposed |Spectrogram  extraction, X X |Batch size 32, 7(82.75(4
model data augmentation and epochs folds),70.66
CNN classier with 94 (1 fold)
classes
[13] Spectrogram  extraction X Batch size 32 96.8
with 20 classes
371 Spectrogram  extraction CVR,KNearest 92.6
with 10 classes,opensmile| Neighborhood
(KNN)
[38] MFCC with 10 classes X Score level fusion of|82
Iter bank energies
and 300 epochs
[39] 10 classes with spectro{X X GMM class er, [40
gram HMM,CRF
[40] 10 classes X HMM 99

Table 3.11: Comparison of our approach for Ambient Assisted Living with other
studies. We acquired 82.75% mean accuracy.

The mean accuracy of other research literature compared to our pro-
posed classic CNN approach is shown in Table 3.11. The above men-
tioned papers implemented AAL with less than 20 classes. we only used
55 epochs, a consumer based GPU-1050Ti (784 cuda cores). Most train-
ing and model testing was performed on 940Mx (384 cuda cores) GPU.
Given these circumstances our mean accuracy value is comparatively
good.

The AAL-94 dataset composed of three different publicly available
dataset and our studio recordings. Using our model 6 (refer Table 3.3)
the Ultrasound 8k and our studio recordings (TUC and Intenta) datasets
were trained seperately and their results were shown in the Figure 3.7
and Table 3.12.

Datasets Baseline (%) |Our Proposed Model (%)
ESC-50 86.5 88.75
Ultrasound 8k 69 84.75
TUC/Intenta 96.8 98.1
Google Audioset - 82.75

Table 3.12: Accuracy of baseline vs our proposed model
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Figure 3.7: Comparison of classi cation accuracy of different datasets: The g-
ure represents the classi cation accuracy of different datasets with the given
baseline, other literature and our proposed model.

8 Conclusion and Outlook

In this research study, we proposed a neural network for ESC-50 and
AAL-94 task. Comparing our ESC-50 mean accuracy with other base-
line machine learning algorithms and contributions from environmen-

tal sound classi cation literature studies, we topped the list, where
the previous benchmark was 86.5% (mean accuracy). Henceforth, re-
cent results of 71.2%, 85.0% and 81.1% were achieved by the authors

in[7], [, [?] respectively.
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Zusammenfassung Die automatisierte visuelle Inspektion be-
fasst sich unter dem Einsatz bildverarbeitender Verfahren mit
der Detektion und Klassikation von Herstellungsfehlern in
der Halbleiterindustrie. W ahrend eine friihestmogliche Erken-
nung von Fehlermustern eine Qualit atskontrolle und Automa-
tisierung von Herstellungsketten erlaubt, pro tieren Hersteller
von einer Erh6hung der Ausbeute und der Reduktion von Her-
stellungskosten. Da klassische bildverarbeitende Systeme in ih-
ren Fahigkeiten limitiert sind, neuartige Fehlermuster zu erken-
nen, und Ansatze des maschinellen Lernens oftmals mit einem
enormen Rechenaufwand verbunden sind, verfolgt diese Arbeit
einen neuartigen, auf Deep Neural Networks basierenden hy-
briden Ansatz. Im Gegensatz zu klassischen Deep Neural Net-
works sieht dieser ein mehrstu ges Verfahren vor, das in hoch-
aufgeldstem Bildmaterial eine Erkennung von feinsten Struktu-
ren in Pixelgr 63e erlaubt. Wie die Ergebnisse der zum Einsatz
kommenden Testumgebung zeigen, Ubertrifft das realisierte hy-
bride System die Ansatze bereits bestehender Verfahren. Dabei
ermoglicht eine Unterscheidung in Abh angigkeit des Detailgra-
des die Bestimmung und Behebung von Fehlermustern bereits in
frihen Stadien des Herstellungsprozesses.

Schlagworter Computer Vision, Pattern and Image Recognition,
Deep Learning, Convolutional Neural Networks, Semiconduc-
tor Manufacturing, Factory Automation, Fault Inspection, Wafer

Dicing, Laser Cutting
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1 Motivation

Halbleiter-Herstellungsprozesse umfassen die Entwicklung von Model-
len zur Erfassung und Uberwachung von Herstellungsergebnissen. So
involviert ein Herstellungsprozess eine Vielzahl komplexer Verarbei-
tungsschritte, die von der Bestimmung des zu verwendenden Mate-
rials bis hin zur Ubernahme des abzubildenden Schaltkreises reichen,
aber auch das Schneiden der entstandenen Ergebnisse selbst umfas-
sen [1]. Dabei charakterisieren sich die zum Einsatz kommenden me-
chanischen Schneid- und Laserschneidprozesse durch eine Vielzahl Pa-
rameter, die bestimmt durch vorherrschende Temperatur-, Druck- und
Spannungswerte des zu bearbeitenden Materials einen Ein uss auf den
Herstellungsprozess nehmen. Die Beschaffenheit des des resultierenden
Herstellungsergebnisses ermiglicht letztendlich eine Auskunft Gber die
Ausbeute sowie eine Auswertung m oglicher auftretender Herstellungs-
fehler [2].

Ziel ist somit eine fr Ghestmogliche Erkennung potentieller Herstel-
lungsfehler, aber auch die Bestimmung ein ussreicher Faktoren und die
Vermeidung von Komplikationen in folgenden Verarbeitungsschritten.
Hersteller k 6nnen indessen von einer moglichen Erhdhung der Ausbeu-
te und der Reduktion von Herstellungskosten pro tieren. Da eine ma-
nuelle Inspektion einen erheblichen und insbesondere erschoépfenden
Zeitaufwand bedeuten kann, stellt sich die Automatisierung der Qua-
lit atskontrolle in Form der Detektion und Klassi kation von Fehlermus-
tern sowie deren Bedeutung fur die Parametrierung als eines der Zie-
le dieser Herstellungsprozesse dar. Wurde schlief3lich ein Fehlermuster
erkannt, so erfolgt eine entsprechende Anpassung des jeweiligen Verar-
beitungsschrittes.

Im Weiteren befasst sich die Detektion und Klassi kation mit Her-
stellungsfehlern im Kontext des Laserschneidens von Wafern, deren
feinste Strukturen oftmals komplexere Fehlermuster in Pixelgr 63e auf-
weisen und somit eine besondere Herausforderung darstellen. Abbil-
dung 4.1 stellt dies anhand eines Wafers (l.), unterteilt in Chip- (m.) und
StralRen-Ausschnitt (auch Schnittfuge genannt, r.), dar, wie er im Laufe
des Schneidprozesses selbst durch ein Abtasten entlang der dargestell-
ten StralRen geschnitten wurde.

Wahrend die Erkennung von Fehlermustern der klassischen visuel-
len Inspektion prim ar durch die visuellen Eindr lcke des Inspekteurs
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Abbildung 4.1: Dargestelltist die Ubersicht eines Wafers (1) mit Chip- (m.) und
StraBen-Ausschnitt (r.), wie er im Laufe des Schneidprozesses selbst durch ein
Abtasten entlang der dargestellten Straf3en geschnitten wurden.

bestimmt wird, versuchen indessen bildverarbeitende Ans atze diese
Fehlermuster nachzubilden und auf ihren relevanten Informationsge-
halt zu reduzieren. Diese bildverarbeitenden Ans atze sehen nachHuang
[1] oftmals projektions- und lterbasierte Ans atze vor, aber auch hybri-
de sowie auf Clustering basierende Verfahren [3]. Da diese jedoch auch
in ihren F ahigkeiten limitiert sind, neuartige Fehlermuster zu erkennen,
resultiert bedingt hieraus die Notwendigkeit der Adaption und oftmals
manuellen Erweiterung an neuartige Fehlermuster.

Erste auf kiinstlichen neuronalen Netzen basierende Ansétze sehen
nach Chen und Liu(2000) [4] und Su et al.(2002) [5] hingegen den Einsatz
von Multilayer Perceptrons sowie von Support Vector Machines vor,
mit deren Hilfe erste Vorteile neuronaler Netze im Vergleich zu klassi-
schen bildverarbeitenden Ans atzen demonstriert werden konnten. Lee
etal.(2017) [2] verwenden hierzu ein eindimensionales, um die Zeitach-
se erweitertes Convolutional Neural Network (CNN), das in erh 6hten
Detektions- und Klassi kationsraten resultiert. Da diese CNN-basierten
Ansatze jedoch keine Unterscheidung in Abh &ngigkeit des Detailgra-
des ermdglichen, ist ein Ansatz zu nden, welcher eine Bestimmung
und Behebung von Fehlermustern bereits in fr Gihen Stadien des Her-
stellungsprozesses ernmiglicht.

Diese Arbeit beschaftigt sich im Weiteren zun achst mit dem Ent-
wurf eines mehrstu gen hybriden Systems, das die Vorteile klassischer
bildverarbeitender Ans atze mit auf k tinstlichen neuronalen Netzen ba-
sierenden Ansatzen vereint und somit eine ef ziente Erkennung von
feinsten Strukturen in Pixelgr 6Re erlaubt. Hierzu bilden die identi zier-
ten Fehlerklassen der Chips und StralRen sowie das hierzu in Kapitel
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2 entworfene Adressierungsschema die Grundlage des implementier-
ten Systems (Kapitel 3). Die Evaluation auf Funktionst tichtigkeit und
Vollst andigkeit erfolgt schlie3lich anhand der bestimmten Detektions-
und Klassi kationsf &higkeiten der einzelnen realisierten Verarbeitungs-
schritte, deren Visualisierung ebenfalls in Kapitel 4 behandelt wird.

2 Grundlagen

Hervorgerufen durch die Parametrierung des zugrundeliegenden
Schneidprozesses oder maschinelle Fehler, aber auch durch mensch-
liche Unachtsamkeit oder Erschopfung k énnen hochst diverse Feh-
ler entstehen, deren Beschaffenheit und Auftretensh&u gkeiten in
Abh a&ngigkeit des Prozessabschnittes stehen, in dem sie hervorgerufen
werden. Fur den Herstellungsprozess selbst stellt eine Siliziumscheibe
die Grundplatte des Wafers dar. Diese wird in ihrer weiteren Verarbei-
tung poliert, mit einer Schicht aus lichtbest andigem Material bezogen
und als Vorlage der spateren Schaltung geatzt. Um m oglichen Fehlern
vorbeugen zu kdnnen erfolgt die Durchf Uhrung dieser Verarbeitungs-
schritte in einer sterilen Umgebung.

Wahrend eine Entstehung von bis zu mikroskopisch kleinen Feh-
lern im Laufe des Herstellungsprozesses dennoch nicht auszuschlie-
Ben ist, begrinden die hieraus resultierenden Anforderungen an die
Anpassungsfahigkeit und die Genauigkeit des zu realisierenden Sys-
tems die Adaption aktueller Forschungsarbeiten aus dem Bereich der
kinstlichen Intelligenz. Ein durch k Unstliche neuronale Netze bio-
logisch inspirierter Ansatz emuliert hierzu die manuelle Inspektion,
wobei die gegebenen Aufnahmen mit ihren bestimmten Fehlermus-
tern entsprechend ihrer Bildau ©6sung sowie in Abh angigkeit des be-
stehenden Detailgrades zur Bestimmung einer moglichst optimalen
Zielfunktion zur Verf Ulgung gestellt werden. Dazu gew ahrleistet der
gewahlte Ansatz eine Verbesserung der Detektions- und Klassi kati-
onsfahigkeiten, die durch eine Bereitstellung neuartiger Wafer- und
Fehlerklassen sukzessiv erweitert werden kénnen.

Die aufgrund ihrer Diversit &t bestehenden Fehlerklassen (Tabelle 4.1),
wie in Form von kleinen L 6chern, Kratzern oder Blasen in den auf3eren
Schichten des Wafers und der Stral3en, indizieren indessen die Kom-
plexit at des Vorhabens, in einer Menge unterschiedlichster Schaltkreise,
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Klasse | Ausschnitte \

Fehlerfrei ‘ ‘

Auff allig ‘ ‘

Fehlerhaft ‘ ‘

Tabelle 4.1; Ubersicht der StraRen-Klassen

die durch verschiedenste Strukturen charakterisiert sind, verschieden-
artig gute, fehlerhafte oder auff allige Klassen von Mustern bestimmen
zu konnen. Hierzu wird im Weiteren in die drei Klassen der fehlerfreien,
auffalligen und fehlerhaften Muster unterschieden, wobei jeweils eine
Menge von Unterklassen mit entsprechenden Auftretensh &u gkeiten
und Auspr agungen bestehen kann. Einige beispielhafte Ausschnitte
sind in Tabelle 4.1 abgebildet. So weisen fehlerhafte Straf3en im Ver-
gleich zu fehlerfreien keine den weiteren Prozessablauf, wie beispiels-
weise zur Abbildung des Schaltkreises, negativ beein ussenden Fehler-
muster auf, wobei auff allige Muster als potentiell schadhaft anzusehen
sind.

Um einen jeden zu prozessierenden Wafer mit seinen Chips eindeutig
lokalisieren zu k 6nnen, ist zunachst die Art der Adressierung der Chips
und Stral3en zu bestimmen. Da der Fokus der Detektion und Klassi ka-
tion von Fehlermustern zwischen den Chips der Wafer liegt, erfolgt die
Zuordnung einer Koordinate zu einer jeden Stral3e, die durch ihre be-
nachbarten Chips einer eindeutigen Position im Wafer zugeordnet wer-
den kann. Die im Folgenden (Abbildung 4.2) dargestellte Adressierung
stellt die Grundlage der Chip- und Stral3en-Adressierung am Beispiel
zweier benachbarter Chips dar, deren Koordinatenursprung im Zen-
trum des Wafers abzubilden ist. So werden samtliche Chips durch ihre
Koordinaten (x;y) mit x;y 2 f n+0:5;n 2 Zg bezeichnet, wobei sich die
Straf3en links (bxc;y), rechts (dxe; y), oben (x; dye) und unten (x; byc) in
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Abbildung 4.2: Ubersicht der Chip- und StraRen-Adressierung

Abh angigkeit ihrer benachbarten Chips im Koordinatensystem berech-
nen lassen. Da Strafl3en somit in linke und rechte sowie obere und untere
Halfte unterschieden werden k énnen, erfolgt durch die Zuhilfenahme
eins zusatzlichen Bezeichnersi 2 f I;r;t; b g flr left, right, top und bot-
tom eine Erweiterung des Adressierungsschemas.

3 Implementierung des hybriden Systems

Wahrend sich die Erkennung von Fehlermustern in feinsten Struktu-
ren in Pixelgr 63e in Abh&ngigkeit der bestehenden Bildau 6sung dar-
stellt, erfolgt im Weiteren eine Unterscheidung in den Detailgrad, wobei
Chips und Strafl3en separat betrachtet werden. Abbildung 4.3 stellt die
hierfur realisierten Verarbeitungsschritte dar. Dazu werden falls n 6tig
zunachst die Aufnahmen der Wafer entsprechend ihrer Chips sepa-
riert. Anschlieend erfolgt eine Lokalisation der separierten Chips ent-
sprechend ihrer Position im Wafer nach Chips, die sich bereits aul3er-
halb des Wafers be nden oder vom Rand des Wafers selbst geschnit-
ten werden und somit bereits fehlerhaft sind. Um m o6glichen geringe-
ren Auftretensh au gkeiten einzelner Fehlerklassen entgegenwirken zu
kdnnen, dient eine Data Augmentation der Erzeugung neuartig fehler-
hafter StraRen. Letztendlich erfolgt eine Klassi kation der Stral3en, von
denen aus auf die Beschaffenheit der benachbarten Chips geschlossen
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Abbildung 4.3: Verarbeitungsschritte der Lokalisation, Augmentation und
Klassi kation von Chips und StraRen

werden kann. Hierzu kommt im Weiteren das Framework TensorFlow *
zum Einsatz, das ebenfalls eine durch General-Purpose Graphics Pro-
cessing Units (GPGPU) beschleunigte Prozessierung erndglicht.

Die folgenden Kapitel geben einen Uberblick (ber die einzelnen
Verarbeitungsschritte des realisierten Systems, unterteilt in Chip- und
StralR3en-Lokalisation, StralRen-Augmentation sowie Straf3en- und Chip-
Klassi kation.

3.1 Chip-Lokalisation

Da sich die Bildau ©6sung trotz hochaufgel dster Aufnahmen durch die
Menge auf je Wafer be ndlichen Chips oftmals als stark verringert dar-
stellt, dienen die separierten Chips direkt der Detektion und Klassi -
kation in ihre Chip-Fehlerklassen, wobei die Au  6sung der Chips auf
initiale 96 96 Pixel skaliert wird. Das durch Simonyan and Zisserman's
VGG Network [6] inspirierte, zur Chip-Lokalisation zum Einsatz kom-
mende CNN ist in Abbildung 4.4 abgebildet. Hierf (r stellen die in (a)
realisierten Konvolutionsbl écke CB die Grundlage des CNNs (b) dar,
das als erster Verarbeitungsschritt der Lokalisation von Chips eines je-
den Wafers in Chips auf3erhalb des Wafers, auf dessen Rand und inner-
halb des Wafers be ndliche Chips dient und somit zur Lokalisation ers-
te bereits als fehlerhaft erkannte Chips fir weitere Verarbeitungsschritte
ausschlieBen kann.

1 https://www.tensorflow.org/
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(a) Conv-Block (CB)

Abbildung 4.4: Dargestellt ist das CNN der Chip-Lokalisation sowie der
StralRen-Klassi kation mit seinen Konvolutionsbl 6cken CB, welche die Grund-
lage des CNNs (b) darstellen.

3.2 StralRen-Lokalisation

Inspiriert durch aktuelle Ans &tze der visuellen Aufmerksamkeit nach
Hamker[7] und Carrascd8] wird die Stralen-Lokalisation (Abbildung
4.5) indessen durch eine Menge klassischer bildverarbeitender Verfah-
ren realisiert. Diese dienen der Extraktion von Kanten und lenken so-
mit die Aufmerksamkeit des Systems Uber den Detailgrad der Verarbei-
tungsschritte von den Chips der Wafer auf ihre Stra3en. Dargestellt sind
die durch die Programmbibliothek OpenCV 2 zur Verf igung gestellten
Algorithmen. Bezeichnet durch ihre Funktionsnamen 2 unterteilen sich
diese von oben nach unten in die folgenden Verarbeitungsschritte.

1. Histogrammagqualisation. Dient der Erh 6hung des Kontrastes
und verstarkt somit die Darstellung helligkeitsbedingt unter-
schiedlich ausgepragter Fehlermuster.

2. Binares Thresholding. Informationsgehalt reduzierender Vorver-
arbeitungsschritt der Konturextraktion.

3. Konturextraktion. Dient der Extraktion der Kanten eines jeden
Chips mittels Border Following [9].

4. Erosion. Verringerung m dglicher resultierender Artefakte der
Konturextraktion.

5. Bounding Box. Bestimmung einer optimalen, den aktuellen Chip
umschlieRenden Bounding Box.

2 https://opencv.org/
3 https://docs.opencv.org/master/
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Abbildung 4.5: Verarbeitungsschritte der StraRen-Lokalisation 2

Diese Verarbeitungsschritte werden fur samtliche Schwellwerte des
binaren Thresholdings wiederholt, aus denen letztendlich mittels der
grofiten zusammenhangenden Teilmenge von Schwellwerten mit be-
stimmbarer Bounding Box der durchschnittliche Schwellwert zur Seg-
mentation der Stral3en als reprasentativ gewahlt wird.

3.3 StralRen-Augmentation

Fir die Augmentation der Straen stehen die folgenden randomisier-
ten Data Augmentation Methoden zur Verf tgung. Hierzu erfolgt in
Abh &ngigkeit des Levels | der Augmentation eine |-fache Verstarkung
der jeweiligen Methode (Notation | ;12 N o).

Rotation um bis zu | 2
Translationin x und yumbiszu | 5%bzw. | 1%
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Skalierung um bis zu | 2%
Spiegelung an der x-Achse

3.4 StralRen-Klassi kation

Zur Unterscheidung der lokalisierten und augmentierten Stral3en er-

folgt ebenfalls eine Anwendung des in Abbildung 4.4 dargestellten

CNNSs. Hierzu werden die bestimmten Strafl3en der Detektion sowie der

Klassi kation unterzogen und in ihre StraBen-Fehlerklassen unterteilt,

wobei die Bildau 6sung der Stral3en auf initiale 192 60 Pixel skaliert
wird.

3.5 Chip-Klassi kation

Im letzten Schritt erfolgt zur Chip-Klassi kation eine R tickfuhrung an-
hand der klassi zierten StraRen, deren Fehlerklassen entsprechend Ta-
belle 4.1 ihres Grades von fehlerfrei, auffallig und fehlerhaft auf ihre be-

nachbarten Chips abgebildet werden. Somit ergibt sich f Ur einen jeden
Chip die Straf3en-Klassi kation seiner benachbarten StraRen, wahrend
der Grad des Fehlers mit absteigender Prioritat von fehlerhaft bis feh-
lerfrei zugeordnet wird.

4 Evaluation

Um die Detektions- und Klassi kationsf ahigkeiten von Fehlermustern
des realisierten Systemsuber die Chips und Stral3en von Wafern quanti-
zieren zu k dnnen, erfolgt zun achst eine Evaluation der einzelnen Ver-
arbeitungsschritte. Dies umfasst entsprechend Abbildung 4.3 die Chip-
und Straf3en-Lokalisation sowie die Strallen-Augmentation, gefolgt von
der Klassi kation der bestimmten Straf3en- und Chip-Ausschnitte im
Vergleich mit aktuellen Ans atzen.

Hierzu sind die mittleren Genauigkeiten (Mean Accuracy) der Test-
durchl aufe der gewahlten Ansatze, Random Forest Classi er (RFC),
Support Vector Classi er mit linearem und RBF-Kernel, Multilayer Per-
ceptron Classi er (MLP) und Convolutional Neural Network (CNN)
zur Klassi kation f r ganze Chips, sowie mittels des eigens entwickel-
ten Systems zur Unterscheidung in Chip- und StraBen-Fehlerklassen
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Testdurchlauf Mean Accuracy

RFC 0:600 0:005

SVC mit linearem Kernel 0:677 0:001

SVC mit RBF-Kernel 0:696 0:000

MLP 0:681 0:020

CNN 0:757 0:032
SH-CNN

0 0:914 0:004

1 0:903 0:004

2 0:904 0:016

4 0:895 0:005

Tabelle 4.2: Testergebnisse der StralRen-Klassi kation

dargestellt (Tabelle 4.2). Weiterhin kommen die Level der Augmenta-
tion von deaktivierter ( 0 ) bis hoher Augmentation ( 12 ) zum Einsatz.

So lasst ein Vergleich samtlicher Ans atze bereits eine evident erhdhte
Genauigkeit zum Vorteil des eigens entwickelten Systems erkennen,
wobei das Level der Augmentation 0 im Test das beste Ergebnis lie-
ferte. Wahrend Accuracy und Mean Accuracy f ir das CNN auf gan-
zen Chips um ca. 12 % differieren, weisen samtliche Testergebnisse fir
0 bis 12 insbesondere fiir geringe bis mafige Level der Augmenta-
tion verringerte Differenzen auf. Diese lassen sich insbesondere durch
den Unterschied in der Bildau 6sung der zu verarbeitenden Aufnah-
men von Chips und Strafl3en erkl aren, aber auch durch den Detailgrad
der jeweils vorherrschenden Fehlermuster, der durch den notwendigen
Vorverarbeitungsschritt der initiale Datenreduktion gegeben ist. Dabei
stellt sich die Chip-Lokalisation mit Uber 99 % Genauigkeit als nahezu
fehlerfrei dar.

Fir das Training des CNNs der Stral3en-Klassi kation stellen sich die
in Abbildung 4.6 abgebildeten Genauigkeiten (Accuracy) und Fehler
(Loss) ein. Dargestellt sind diese flir das Training und die Validierung
wahrend des Trainings fir O und 6 Uber 500 Epochen. Feststellbar
ist, dass fir 6 bereits ab 300 Epochen ein Over tting eintritt, wobei 0
lediglich allm &hlich konvergiert (a). Die hieraus resultierenden Kon -
denzen spiegeln sich jedoch nicht in den Loss der jeweiligen Level der
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Abbildung 4.6: Trainingsergebnisse der StraRen-Klassi kation

Augmentation wieder (b) und k 6nnen somit keine schliissige Auskunft
Uber Detektions- und Klassi kationsraten geben.

Der Ground Truth der klassi zierten Straen und hieraus resultieren-
den Chip-Fehlerklassen ist in Abbildung 4.7 visualisiert. Dieses umfasst
entsprechend des realisierten Adressierungsschemas die Testergebnis-
se der Stral3en- und Chip-Klassi kation f Ur fehlerfreie ( ), auffallige ( )
und fehlerhafte ( ) Straen und Chips. So lassen sich die dargestell-
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Abbildung 4.7: Ground Truth der Stral3en- und Chip-Klassi kation visualisiert
fur fehlerfreie (), auffallige ( ) und fehlerhafte ( ) Stral3en und Chips

ten Fehlerklassen weiterhin in ihre konkreten Fehlermuster unterschei-
den, um so beispielsweise von einem Inspekteur beurteilt werden zu
kdnnen.

5 Zusammenfassung und Ausblick

Das in dieser Arbeit konzipierte und realisierte mehrstu ge hybride
System vereint die Vorteile klassischer bildverarbeitender Ans atze mit
auf kuinstlichen neuronalen Netzen basierenden und erlaubt somit eine
ef zientere Erkennung von feinsten Strukturen in Pixelgr 06Re. Hierzu
bilden die identi zierten Fehlerklassen der Chips und Stral3en basie-
rend auf dem hierzu entworfenen Adressierungsschemas die Grundla-
ge des Systems.

Die Evaluation auf Funktionst Gchtigkeit und Vollst andigkeit erfolgte
anhand der bestimmten Detektions- und Klassi kationsf ahigkeiten der
einzelnen realisierten Verarbeitungsschritte sowie im Vergleich mit ak-
tuellen Ans atzen der automatisierten visuellen Inspektion. Wie die Er-
gebnisse der zum Einsatz kommenden Testumgebung zeigen, tbertrifft
das realisierte hybride System samtliche Ansétze bereits bestehender
Verfahren, wobei eine Unterscheidung in Abh angigkeit des Detailgra-
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des die Bestimmung und Behebung von Fehlermustern bereits in fr Gihen
Stadien des Herstellungsprozesses erniglicht. Die anschlieRende Vi-
sualisierung der klassi zierten StraRen- und Chip-Fehlerklassen erlaubt
weiterhin eine vereinfachte Beurteilung durch einen Inspekteur.

Weiterf ihrende Projekte kénnen auf diesem System aufbauen und
durch eine sensorgestitzte Analyse, wie beispielsweise zur Audioana-
lyse spezi scher Audio- oder Hitzesignaturen, erweitert werden.
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Zusammenfassung Zur automatisierten Erfassung der aktuel-

len Fahrgastsituation in 6ffentlichen Verkehrsmitteln sollen vor-

handene 2D Videokameras eingesetzt werden. Anhand eines rea-
litatsnahen Szenarios untersuchen wir, inwiefern aktuelle De-
ep Learning-basierte Personenerkennungsalgorithmen eine In-
terpretation unterst titzen kénnen und wie durch geeignete Sen-
sorfusion mehrerer Kameras genauere Resultate erreicht werden.

Schlagworter Deep Learning, Maschinelles Lernen, Lokalisie-
rung, Klassi kation, Sensorfusion

Abstract Existing 2D video cameras are to be used for automated
recording of the current passenger situation in public transport.
Using a realistic scenario, we investigate how current deep learn-
ing frameworks can support an interpretation and how more ac-
curate results can be achieved by suitable sensor fusion of several
cameras.

Keywords Deep Learning, Machine Learning, Localization,
Classi cation, Sensorfusion
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1 Einleitung

Die Anzahl sitzender und stehender Fahrg aste im Raum eines
offentlichen Verkehrsmittels kann mit einer optimiertenr aumlichen An-
ordnung von Videokameras, in Kombination mit den richtigen Algo-
rithmen, erfasst werden. Hierbei wird von den einzelnen Kameras meist
nicht das gesamte Verkehrsmittel erfasst und es kénnen Verdeckun-
gen einzelner Personen auftreten. Aktuelle Deep Learning-Verfahren
zur Personenerkennung und Posen-Analyse sind ein probates techni-
sches Mittel um Szenen in 2D-Bildern bzw. 2D-Videosequenzen zu in-
terpretieren. Nachfolgend wird ein Sensorfusionsverfahren vorgestellt,
welches durch Kombination mehrerer Kameras und Deep Learning-
Frameworks die Einschrankungen des Kamerasichtfeldes und die Per-
sonenverdeckungen kompensiert und damit eine quantitative Perso-
nenanalyse ermdglicht.

2 Aktueller Stand der Forschung

Um Personen in Einzelbildern und Videos zu detektieren, kommen ak-
tuell verschiedene CNN-basierte Frameworks zum Einsatz, z.B. Open-
Pose [1], Detectron [2] und YOLO V3 [3]. Mit OpenPose ! konnen meh-
rere Personen im Bild detektiert werden. Unter Anderem wird f (ir jede
detektierte Person eine Skelettstruktur 2 aus 25 Keypoints geliefert, sie-
he Abbildung 1.1(a). Jeder Keypoint besteht aus der entsprechenden 2D
Bildkoordinate und einem Score-Wert. Das Detektron-Framework 3 de-
tektiert, je nach gelerntem Modell, verschiedene Objekte im Bild, z.B.
Person, Auto, Fahrrad, Katze, Hund, Pferd, Flasche, Tasse, usw., siehe
Abbildung 1.1(b). Mit dem trainierten MS COCO Modell [4] sind dies
80 verschieden Kategorien. Als Ausgabe liefert Detectron pro Objekt ei-
ne Bounding Box, ein Label und einen Score-Wert zur tick. Das Yolo V3-

1 OpenPose Git-Repository:
https://github.com/CMU-Perceptual-Computing-Lab/openpose

2 OpenPose Ausgabeformate:
https://github.com/CMU-Perceptual-Computing-Lab/openpose/ ...
.. blob/master/doc/output.md

3 Detectron Git-Repositorie: https://github.com/facebookresearch/Detectron
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() Skelettstruk- (b) Ausgabe des R-CNN in (c) Yolo V3 Beispiel  quelie (07.03.2019):
tUI', Body 25’ Detectron [6] https://pjreddie.com/darknet/yolo/
OpenPose

Abbildung 5.1: Detektionsbeispiele der verschiedenen CNN-Frameworks

Framework 4 ° 6 detektiert ebenfalls, je nach gelerntem Modell, verschie-
dene Objekte im Bild, z.B. Person, Auto, Fahrrad, Katze, Hund, Pferd,
Flasche, Tasse, usw., siehe Abbildung 1.1(c). Mit dem MS COCO Mo-
dell [4] sind es ebenfalls 80 verschieden Kategorien. Als Ausgabe liefert
Yolo V3, je nach Implementierung, pro Objekt eine Bounding Box, ein
Label und einen Score-Wert zurlck. Die zur lckgelieferten Score-Werte
sind ein Indikator, mit welcher Sicherheit ein Objekt bzw. ein Keypoint
richtig im Bild erkannt wurde. Zum Verfolgen von Personen in Multika-
meraumgebungen Uber mehrere Videoframes hinweg werden u.a. kom-
binierte Methoden aus CNN und Kalman lter genutzt [5]. Hierzu ist es
fur das Erstellen geeigneter Modelle notwendig, die Personen in den
einzelnen Videoframes zu annotieren, z.B. mit Angaben zur Position
und Grole im 2D Bild (BoundingBox), siehe auch Abbildungen 1.1(b)
und 1.1(c). Weitere Annotationen pro Frame sind notwendig, wenn aus
den Bildern bestimmte Situationen automatisiert gelernt werden sol-
len. Mit den gelernten Modellen k dnnen dann neue, bisher unbekannte
Bilder und Vidosequenzen der Multikameraumgebungen automatisiert
interpretiert werden.

4 Yolo V3 Web-Site: https://pjreddie.com/darknet/yolo/
5 Yolo V3 Git-Repositorie: https://github.com/pjreddie/
6 Yolo V3 Implementierung in Python: https://github.com/qqwweee/keras-yolo3
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Abbildung 5.2: Visualisierung des Laboraufbaus [7].

3 Datenerhebung

Zur Erfassung realit atsnaher Szenarienoffentlicher Verkehrsmittel wur-
de eine Multikameraumgebung eingerichtet, bestehend aus einem
Tragergestell, an dem bis zu 10 Intenta-S2000 Videokameras und Mi-
krofone angebracht werden k 6nnen (siehe Laborschema in Abb. 5.2). In
dieser Umgebung kénnen verschiedene Szenarien nachgestellt werden.
Die hierf (r verwendeten Kameras sind durch ihre Weitwinkelobjektive
an diese Umgebung entsprechend angepasst.

3.1 Busszenario

Fir die Untersuchung der Multisensorfusion wurde eine Busszene mit

3 Kameras und Mikrofonen zur Datenaufnahme eingerichtet. Die Sze-
ne beinhaltet einen Sitz flir den Busfahrer sowie 11 Sitzplatze flr die
Fahrgaste (siehe Abb. 5.3). Kamera 1 be ndet sich tber dem vorderen
Teil des nachgestellten Busses und ist senkrecht nach unten ausgerich-
tet. Kamera 2 be ndet sich im hinteren Teil und ist auch senkrecht nach
unten ausgerichtet. Kamera 3 be ndet sich im vorderen Teil und deckt
den kompletten Bereich des Busses ab. Die Kriterien fiir den Entwurf
dieses Szenarios waren die ngliche Erkennung ein oder mehrerer Per-
sonen und eine mogliche Skalierbarkeit der Umgebung. Desweiteren
ergeben sich automatisch unterschiedliche Personenposen (sitzend, ste-
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Abbildung 5.3: Laboraufbau mit 3 Kameras

hend) und abgrenzbare Personenverhalten (z.B. Ein-, Aussteigen oder
Fahrkartenkauf bzw. -entwertung). Innerhalb der Szene k édnnen unter-
schiedliche Objekte abgelegt werden und es kommt automatisch zu Ver-
deckungen von Personen und Objekten. Uber die Mikrofone erh &lt man
zusétzlich eine Audiospur mit Dialogen und Hintergrundger &uschen.

3.2 Videoaufnahme

Die zur Analyse erhobenen Rohdaten bestehen aus 2 Videoaufnahmen,
in denen typische Fahrgastsituationen nachgestellt wurden. Die erste
Aufnahme erfolgte mit Kamera 3 und beinhaltet 3728 Videoframes. Die

zweite Aufnahme wurde mit allen 3 Kameras gleichzeitig ausgef Uhrt
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Abbildung 5.4: Festlegung des Businneren fir jede Kameraperspektive (area of
interest AOI ), hier dargestellt mit einer gr tinen Umrandung.

und beinhaltet bis zu 1780 Videoframes pro Kamera. Bei jeder Aufnah-
me stehen nach einer Konvertierung der Aufnahmestreams die Videos
im MP4-Format mit einer Au 8sung von 1280x960x24BPP Pixel zur
Verfligung.

4 Analyse der Videodaten

Die Videoaufnahmen wurden per Hand annotiert und auf die eigent-
lichen Busszenen beschankt. Fir jede Kameraperspektive erfolgte die
Festlegung der Flache des Businneren (area of interestAOl ), siehe Ab-
bildung 5.4 und f Ur jeden Videoframe wurde die Anzahl der Personen
im Bus und die Anzahl der Personen innerhalb der Fl ache des Businne-
ren festgehalten. Eine Zusammenfassung bietet Tabelle 5.1.

Aufnahme 1 Aufnahme 2
max. 6 Personen im Bus max. 4 Personen im Bus
Kamera 3 Kameral | Kamera2 | Kamera 3
3557 Frames 1685 Frames1647 Frames1550 Frames

Tabelle 5.1: Resultate der Videoaufbereitung und Annotation

Um eine spatere Sensorfusion zu ermoglichen, erfolgte eine Syn-
chronisierung der Daten von Aufnahme 2 auf eine einheitliche Video-
frameanzahl von 1685flr alle 3 Kameraperspektiven.
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5 Anwendung der Objekterkennungsframeworks

Zur Erkennung von Personen in den 2D Videobildern nden die CNN-
basierten Frameworks OpenPose, Detectron und Yolo V3 Verwendung.
Diese wurden auf die einzelnen Aufnahmen angewandt und lieferten
ihre Detektionsergebnisse in jeweils einer individuellen JSON-Datei [8]
pro Videoframe zur Uck. Die Resultate der Frameworks wurden ge ltert
und umgerechnet, um eine Vereinheitlichung auf detektierte Personen
mit einer Boundingbox und einem Score-Wert zu erreichen. F Ur die De-
tektion wird bei den Frameworks ein Schwellwert benutzt ( Scoreyin 2
(0:0; 1:0]), der Uberschritten sein muss, damit ein Objekt als detektiert
und mit seiner Boundingbox und dem entsprechenden Scorewert aus-
gegeben wird. Fur Yolo V3 wurde der Wert 0:01vorgegeben. Rir Open-
Pose und Detectron konnte kein Wert vorgegeben werden. Aus der Ana-
lyse der Daten ergibt sich fur Detectron ein Wert von 0:025und aus der
Verrechnung der Keypoints einer Person in OpenPose ergibt sich ein
Wert kleiner als 0:01, vgl. Funktionsverl &ufe in Abbildung 5.5.

5.1 Fehlerminimierung

Zur Untersuchung, wie gut die Frameworks die genaue Anzahl

der Personen im Bild bestimmen konnen, wurde das Fehlermal
RootSquaredError genutzt. Dies ist in unserem Fall die Wurzel der
quadrierten Differenz der exakten Personenzahl ngaoir und der de-
tektierten Personenzahl ngaois in einem Frame f . Um einen Durch-
schnittswert f Uir die gesamte Videosequenz zu erhalten, werden die Feh-
ler Uber alle Videoframes gemittelt. Ber ticksichtigt werden hierbei nur

die Personen innerhalb des Bussbereiches AOI ) der jeweiligen Kame-
raperspektive, siehe Formel 5.1.

S

P framecount
fo1 (Ngaorr  Ngaors )2

framecount

RMSEAO| = (51)

Je nach gewahltem Scoreyi, -Wert fiir die Detektionsframeworks er-
gibt sich ein anderer RM SE ao; -Wert. Fir die Ermittlung des minima-
lem RMSE a0/ -Wertes wurde ein Greedy-Algorithmus, siehe [9], S. 161,
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Kamera 3
Detector |Scorevin IMRMSE ag)
OpenPose 0.0753 0.5545
Detectron| 0.5707 0.8016
Yolo V3 0.1021 1.1984

Abbildung 5.5: Minimal Root-Mean-Squared Errors (MRMSE ao, ) fur Auf-
nahme 1, aufgeschlisselt nach Detektions-Framework

entwickelt, der den jeweils optimalen Scoreyi, -Wert ermittelt. Die Er-
gebnisse des Greedy-Algorithmus sind in den Abbildungen 5.5 und 5.6
visualisiert.

Aus diesen minimalen durchschnittlichen Fehlerwerten folgt, dass
sich die Detektionsframeworks gut als Personendetektor f lr die je-
weilige Kameraperspektive eignen, aber nicht immer alle Personen im
gewahlten Bildausschnitt (AOI) korrekt detektiert werden.

5.2 Sensorfusion

Um die Genauigkeit der Detektion zu verbessen, werden die Ein-

zelergebnisse der Detektions-Frameworks geeignet zu einem Resul-
tat zusammengefasst. Diese Sensorfusion erfolgt hier durch Einsatz
eines trainierten Entscheidungsbaumes siehe [9] S. 814. Entschei-
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Kamera 1 Kamera 2
Detector |Scorewin |MRMSE a0 Detector |Scoremin |MRMSE a0
OpenPose 0.0199 0.8386 OpenPose 0.0442 0.1481
Detectron| 0.1161 0.6077 Detectron| 0.3719 0.2702
Yolo V3 0.0103 0.8142 Yolo V3 0.0719 0.3977
Kamera 3
Detector |Scoremin IMRMSE Ao
OpenPose 0.066 0.3258
Detectron 0.6 0.2910
Yolo V3 0.0367 0.4723

Abbildung5.6: Minimal Root-Mean-Squared Errors (MRMSE a0 ) flir Auf-
nahme 2, aufgeschlisselt nach Kamera und Detektions-Framework

dungsbaume kdnnen zur Einteilung von verschiedenen Eingabewerten
zu bestimmten Klassen eingesetzt werden. Hir die Personendetektion
ergibt sich die Anzahl der Klassen je hach maximaler Personenanzahl
im Groundtruth der Trainingsbeispiele.

Sensorfusion bei Aufnahme 1 und 2

Fur die Sensorfusion bei Aufnahme 1 werden die Ausgabedaten von
OpenPose, Detectron und Yolo V3 (bei Verwendung der jeweiligen
Scorevin -Werte) und die Annotationen der Videoframes zur Personen-
anzahl im Bus (Groundtruth) verwendet. Damit erfolgt eine Sensorfusi-
on aller 3 Detektionsframeworks dieser Kameraperspektive.

Fur die Sensorfusion bei Aufnahme 2 werden die Ausgabedaten al-
ler 3 Kameraperspektiven von OpenPose, Detectron und Yolo V3 (bei
Verwendung der jeweiligen Scoreyin -Werte) und die Annotationen
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Kamera 1l | Kamera 2 | Kamera 3 |Groundtruth
O|D|Y|O|D|Y|O|D]|Y Bus
21112223 [3]2 3
1/1|1]2|2[]2][3[3]2 3
1(13(1(2(2|2|3|3]|2 3
3114|2222 |3|3]2 4
3/14|1|2|2|2|3|3]2 4
3/14|2|2|2|2|3|3]2 4
214121222332 4

Tabelle 5.2: Aussschnitt aus der Eingabe fiir das Entscheidungsbaumlernen fr
Aufnahme 2

der Videoframes zur Personenanzahl im Bus (Groundtruth) verwen-
det, siehe Tabelle 5.2. Damit erfolgt eine Sensorfusion aller 3 Kameras
mit jeweils allen 3 Detektionsframeworks. Durch das Training mit den
tatsachlichen Personenzahlen im Bus (Groundtruth) erhalten wir Klas-
si kationsmodelle, um die jeweilige Anzahl von Personen im komplet-
ten Bus zu bestimmen, siehe Abbildung 5.7. Fir das Training werden
die Eingabedaten strati ziert und mit einer 10-fach Kreuzvalidierung
zur Auswahl des gelernten Entscheidungsbaummodells wird ein Aus-
wendiglernen der Trainingsdaten (Over tting) verhindert.

Auswertung der Sensorfusion

Mit der Sensorfusion aller 3 Detektionsframeworks f tr Aufnahme 1
durch die Klassi kation mit einem Entscheidungsbaum steigerte sich
die Genauigkeit der Personenzahlung. Der minimale Fehler der einzel-
nen Detektionsframeworks (siehe Abbildung 5.5) wurde verringert von
RMSE aoi:openposexk 3 = 0:5545auf RMSE gys = 0:301Q Die genauere
Auswertung der Ergebnisse zeigt aber deutlich die nach wie vor vor-
handenen Fehler durch die ungenaue Detektion, wenn mehrere Perso-
nen im hinteren Teil des Busses durch andere Personen oder Objekte
verdeckt werden, siehe Abbildung 5.8. Die Sensorfusion der verschiede-
nen Kameraperspektiven aus Aufnahme 2 erm 6glicht die Kombination
der Gesamtansicht von Kamera 3 und der Teilansichten des Busses von
Kamera 1 und 2 und damit die Korrektur von Verdeckungen. Mit der
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Abbildung 5.7: Ausschnitt aus der Visualisierung des gelernten Entscheidungs-
baummodells f ir Aufnahme 2, beginnend bei der Wurzel.

Sensorfusion aller 3 Detektionsframeworks aller 3 Kameras durch die
Klassi kation mit einem Entscheidungsbaum konnten wir die Genauig-
keit der Personenzahlung stark steigern. Der minimale Fehler der ein-
zelnen Detektionsframeworks (siehe Abbildung 5.6) wurde verringert
von RMSE poipetectronk 3 = 0:2910auf RMSE g,s = 0:0154 Die ge-
nauere Auswertung der Ergebnisse zeigt deutlich, dass die Verdeckung
von Personen, durch die Sensorfusion gut ausgeglichen wird, siehe Ab-
bildung 5.9. Somit hat die fusionierte Personenz ahlung aller Kameras
und Frameworks im Durchschitt die sehr geringe Differenz von 0:0154
Personen zur tatsachlichen Personenzahl.
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Abbildung 5.8: Konfusionsmatrizen und Precition, Recall und Fi-Werte fur das
gelernte Entscheidungsbaummodell f ir Aufnahme 1 (links unnormiert, rechts
normiert).
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Abbildung 5.9: Konfusionsmatrizen und Precition, Recall und Fi-Werte fir das
gelernte Entscheidungsbaummodell f tir Aufnahme 2 (links unnormiert, rechts
normiert).
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6 Zusammenfassung und Ausblick

Zur Untersuchung, inwiefern aktuelle Deep Learning-Frameworks zur
Objekterkennung auf 2D-Videobildern eine Interpretation der aktuellen
Fahrgastsituation in 6ffentlichen Verkehrsmitteln unterst tzen kénnen
und wie durch geeignete Sensorfusion mehrerer Kameras genauere Re-
sultate erreicht werden k 6nnen, wurde eine Multikameraumgebung
eingerichtet, Aufnahmen eines realit atsnahen Bussszenarios aufgenom-
men und im Hinblick auf Personenz ahlungen ausgewertet. Die verwen-
deten Frameworks, OpenPose, Detectron und YOLO V3, liefern nach
Filterung der Ausgabe mit einem Schwellwert ( Scoreyi, ) schon gu-
te Ergebnisse. Dieser Schwellwert muss hierbei fir jeden Framework
und jede Kameraperspektive optimiert werden. Die Fusion der Ausga-
ben fir eine Kameraperspektive mit Hilfe eines Entscheidungsbaumes
verbessert die Genauigkeit der Personenzihlung, kann aber Personen-
verdeckungen nicht ausgleichen. Durch Fusion aller Ausgaben f r alle
Kameraperspektiven wird eine Personenz ahlung f ir den gesamten Bus
maglich. Verdeckungen und Bereiche ausserhalb einer Kameraperspek-
tive werden ausgeglichen und die Genauigkeit der Z ahlung steigt stark
an. Diese ersten Analysen der Daten fiir die Einzelvideos und die Sen-
sorfusion war erfolgreich. Bisher wurden dabei Annotationen zur An-
zahl von Personen verwendet. Parallel dazu konnten Annotationstools
zur Korrektur von Bounding-Boxen und Posen f Ur weitere Annotatio-
nen vorbereitet werden. Unter Einbeziehung weiterer Algorithmen zur
Objekt-, Personen- und Kopferkennung und weiterer Sensorfusionsal-
gorithmen sollen in den folgenden Arbeiten Personen und Objekte Uber
mehrere Kameras hinweg detektiert und verfolgt werden.

Im Zusammenhang mit den vorgenannten Methoden sollen unter an-
derem folgende Fragen beantwortet werden. Wie viele Kameras/Sen-
soren sind fur das Szenario notwendig? Welche raumliche Anordnung
ist optimal (absolute Position und Ausrichtung)? Welche Algorithmen
ermdoglichen die Verfolgung/Erkennung von Personen in Multikame-
raaufnahmen durch Fusion der Metadaten aus den Einzelvideos, zur
Ermittlung der Anzahl der Personen. Wie kann man die aktuelle Fahr-
gastsituation mit Hilfe der Ortungsdaten und den Gegebenheiten im
Verkehrsmittel (stehend/sitzend, Position im Verkehrsmittel) interpre-
tieren?
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